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Figure 1. User journey of our IoT system for domestic noise. Step 1: Connecting base station to the internet. Step 2: Synchronize and configure the
sensor node. Step 3: Wait 24 hours for the data to show in the tablet

ABSTRACT

Urban areas are the nerve centres of today’s world; as the
density of population increases the closer we live to each other
and–
sometimes involuntarily–
the more
we become noticeable to others. Cohabitants under the same
roof have to cope with sound pressure coming from flatmates
and neighbours often leading to tensions and disagreement.
Starting from an original idea of the researcher, we studied
how domestic noise could be approached by designing a novel
data visualisation to which users can refer in order to make
sense of the noise they force onto other members of the household. We attempted to outpace the challenges of designing
an Internet of Things (IoT) system that could be installed at
home, worked out of the box with the minimum configuration
possible, and supported our visualisations with data. The IoT
system was deployed in two flats sited in suburban areas of
London. The data visualisation showing the amount of sound
pressure generated by participants during the field study and
the usability of the system were the focuses for evaluation
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of our work. Qualitative data results extracted from exit interviews and the researcher’s observations backed our initial
assumption that our five participants found the noise visualisation both informative and helpful in better understanding how
their daily activities impact domestic noise.
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Design
INTRODUCTION

Sound nuisance control and arbitration in London is managed
independently by each borough council. As an example, Westminster borough noise complaints tally an average of 17,000
per year with other boroughs, such as Hackney or Tower Hamlets, following closely. In residential areas, where people live
in closer proximity due to the high density of flats, around half
of all the investigations carried out by the Westminster council relate to noise generated by neighbours shouting, barking
dogs, loud music or televisions, or Do-It-Yourself (DIY) activities; we refer to this throughout the document as DIY noise.

A CityWest Homes survey found that noisy neighbours rank
third in the list of problems reported by their clients. European
Union authorities require their country members to develop
a standardised action plan to address the issue in urban areas.
However, the EU does not set limits for domestic sound levels,
but allow this maximum to be established by local authorities.
Barcelona sets ceilings of 60 decibels (dB) during day hours,
and 50dB at night, which is the equivalent of a normal conversation at home. Also, the sharing economy is substantially
affecting Barcelona, with neighbours complaining about antisocial behaviour in general and noise in particular, which puts
at risk peaceful coexistence in buildings, but often it’s just a
matter of the tourists not being aware of the existence of rules
[34].
Under the umbrella above described new design opportunities
emerge for researchers to try to understand better the problem
of household noise seen through the HCI prism. Our motivation is to answer whether it is possible to reflect on both
the sound pressure we are exposed to, and that which we are
forcing onto others in their own homes.
Sound is often perceived as noise when it is unwanted or
has no perceived value. Noise perception is subjective and it
is determined by the acoustic environment surrounding the
listener, plus their personal associations with the sound [42].
Unwanted higher intensity sound is more likely to be perceived
as noise, this characteristic of sound is measured in decibels
(dB) which is a logarithmic unit which compares a value with
a relative value which is the reference. Sounds like a baby
crying can be as loud as 110dB, while the sound intensity a
TV set normally produces sits around 70dB.
While most prior work looked at noise from the point of view
of outdoors and city-level noise and ”noise made by others”,
this project looks at domestic noise and aims to help people
to reflect upon and make sense of the noise they make. Based
upon the aforementioned information, it seemed logical to
develop a data visualisation which displayed quantified sound
in dB. Data visualisations help in identifying trends, patterns
and unusual occurrences in datasets [51]. Although the focus
was not on the identification of noise sources, we tried to
take into account DIY noise and the identification of noise
generation patterns, which impact on the overall noise within
the household. Previous ”in the wild” studies have shown
that users find it difficult to make sense of the data if they
don’t perceive the data to be correct [4, 23], so that our efforts
have aimed towards users assessing their personal noise data
as correct. The phases of user requirements gathering, data
analysis, and prototyping and evaluation of the visualisation
design are reported in Part I of this document.
As we were planning the deployment of an IoT system, we
realised one big challenge was setting up a system that can
cover all the rooms of a given household to sense the environment, which can be a daunting task. Wireless communication
between senders and receivers is an important barrier to overcome and battery expenditure optimisation a considerable challenge during the design process of an IoT system with these
characteristics. Research has given evidence that modern IoT
devices left to their own users hindered sustained engagement

Figure 2. Final artifacts of our IoT system for domestic noise

when users had technical difficulties configuring them [4]. We
envisioned our system so it could be installed unsupervised
and worked ”out of the box”, minimising the setting up of the
system for the final user. This is one of the hurdles addressed
in this project with the help of interaction design techniques.
The evaluation of the interaction threw promising results and
paved the way to keep refining the project’s final prototype in
the right direction.
The system and infrastructure element of this project is built
on hardware and software developed in previous projects, like
the Temperature Calendar [12], and similar parallel ongoing
research. The Temperature Calendar project also had to deal
with wireless communications between off-the-shelf sensors
and a central station; its outcomes were useful but we also
adopted important changes to adapt to the particular technicalities of our study. Temperature sensors were replaced by
digital microphones, and an upgraded version of the microcontrollers was used; we also reused the back-end code for
data persistence and hardware communication. We believe
the work we did in this area signifies a technical contribution
towards designing a functional audio sensible IoT system at
home.
There are two major contributions of this project to the field
of HCI. From a strictly technical point of view, we created a
prototype for an IoT system deployed in the wild around audio
sensing and we reported on how we identified and tried to
solve the challenges ascribed to engineer and design it for an
easy configuration by the final user. It is also worth mentioning
the knowledge acquired during the design and evaluation of a
data visualisation to reflect on DIY noise in an effective way;
we can only hope researchers and practitioners will be able to
benefit from reading about our successes and failures in this
field.
IoT systems need to be evaluated in the context they were
designed for, as their success strongly depends upon how well
they support users with tasks in situ. The evaluation of the
interactive prototype was carried out with participants during a
week long in-the-wild study. The system was deployed in two

private homes and evaluated at the end of the study, resulting
in the gathering of qualitative data which, after analysis, gave
us positive insights about the effect of our interventions in the
process of reflecting on DIY noise and its direct implications
for the HCI community.
We adopted a user-centred design (UCD) approach to support
the stages during the life cycle of this project. The phases of
data gathering, analysis of requirements, prototyping, refinement, and evaluation are documented in this report. We opted
for separating this document into two parts due to the nature
of our study: our motivation in learning about human factors
related to noise and the search for a convenient deployment
of an IoT system in the wild. In Part I the reader will find a
description of the design process followed to understand the
problems of domestic noise, analyse it, and design a visualisation which supports users to reflect on noise. Part II is more
technical and is devoted to illustrate the design process of the
system supporting the visualisation designed in the previous
section. Expert reviews delimited the boundaries between
iterations in both parts.
RELATED WORK

Sensing audio has been used previously in HCI with diverse
motivations. Sometimes as a way of inferring information
regarding bathroom activities, proving easy to analyse recordings to classify the sources of the sound and also raising unanswered privacy concerns [10]. In other occasions, researchers
employed audio sensing to measure water consumption and
evaluate persuasion of ambient displays versus more descriptive and ”hard on data” displays [32]. Audio sensors are
inexpensive and easy to install in clever ways to cover the
areas of the house we are interested in for studying [19].
Literature illustrates several participatory based sensing solutions to measure noise pollution. Stevens et. al. designed a
mobile application so users could build a noise map of cities,
but users found using their phones not very practical, as the
activity of sensing interfered with normal use [46]. A more
successful attempt, despite being difficult to set up by the not
tech-savvy, emerged on the work by Ballestrini et al. [4] reporting on Smart Citizen; unsupervised sensing devices, placed
in strategic places, allow for a better crowdfunding sensing
experience and results as accurate. Smart Citizen has also
been used in later studies to research on the potential of not
conventional ambient displays at home to make sense of air
quality, humidity, noise and temperature data [23].
Several studies on noise measurement and public share of
spaces have been conducted before. Wozniak et al. [49], in
part sharing some of our motivation, experimented the effects
of an ambient display installed in a study room and visible
to everyone on the overall levels of quietness. Their results
showed that mostly all noise registered was coming from people entering and leaving the room, a predictable outcome for
a location where rules of quietness are implicit. Our research
put its eyes on noise at home, which is also a shared space
and a place where potentially noisier activities will be held,
but it is not always clear the level of noise tolerated by others.
Concerning design to mediate between neighbours in noise

related disputes, there has been some attempts but providing
little empirical evidence [35].
There is a large body of previous work about sound visualisation. These have sometimes been motivated by improving
accessibility for the hearing impaired [3] or by empowering
musicians [18] and singers [48] with tools to fix the deficiencies in the sounds they produce. An interesting approach to
discovering patterns in sound data visualisations is reported by
Carlis et al. [8]; in their work, they illustrate how it proved useful for researchers to see sound data extracted from recordings
plotted in a spiral form, thus recordings could be shortened or
lengthened without incurring loss of quality, where the data
lines up due to no sound occurring or sound canceling out.
Our work reveals the big picture of domestic noise by lining
up sound data where relevant.
In general, researchers proved ambient displays are more useful than informative ones when the goal was to promote sustainability [31, 32]. However, Kuznetsov et al. [32] suggested
as implication for design that informative displays allow users
to define acceptable ranges and to inspire analysis about their
everyday activities. In line with this, we believe that a more
descriptive visualization of noise occurrences will contribute
better to reflection, as it has been proved in the past in similar
technology deployments [12].
Costanza et al. suggest a mix of off-the-shelf sensors and
current web technologies in home settings [13] and in work
environments where policies are agreed collectively [12]. Both
IoT solutions expect the user to reflect on energy consumption
by showing direct causal-consequence relationships in the
former study, and levels of temperature comfort in the latter.
These studies set the technological foundations of this project’s
trial in the wild. We can learn from [13] that is possible
to design visualizations that ”engage users with their data
beyond mere representation”. The taking home point of [12] is
the relationship between policies and engagement more than
putting the focus on motivating the individual.
Orchestrating devices to work under the same network and
connect to remote ones normally involves a hidden complexity
of wires[29] that could and should be simplified by boosting
the devices with wireless capabilities. This, however, comes at
the price of over complicating the configuration with authentication steps to ensure data confidentiality and integrity [45].
In an attempt to simplify wireless connection between IoT
devices, Jewel et al. [29] explored four different strategies to
easily pair devices in a Wi-Fi infrastructure. We can take from
the latest literature that it is important to design IoT devices
with minimum user interfaces that easily connect with each
other, in an attempt to bring the motto of plug-and-play closer
to the IoT.
PART I: VISUALISATION
User Research

Work on the user research phase commenced with some background research, semi-structured interviews and a small autoethnographic study by the researcher. We thought important
to focus on the dimension of the problem at a personal level,
the public figures, and how the authorities mediate between

parties to commence this stage of discovery so we reviewed
several officials reports available online.
To allow a deeper insight the researcher interviewed a representative of a borough in London, head of a team in charge
of dealing with noise complaints. In this case, domestic complaints don’t get investigated unless the source of the noise
is identified as some piece of faulty equipment. In addition,
a set of informal interviews with people who live in shared
accommodation were conducted; these interviews were about
the ways in which noise nuisances are perceived at home.
Important insights from this initial set of interviews were:
• Users sometimes don’t bother to complain and simply tolerate the noise.
• They are mainly concerned about noise when they are at
home as they see it as somewhere to be tranquil most of the
time.
• They see noise a problem but not everyone perceives it to
have the same level of importance.
• Interviewees felt embarrassed when they were asked to keep
the noise down.
• Mostly they don’t know whether their lifestyle is a nuisance
for others or not.
Finally, the researcher underwent a small-scale autoethnographic study reflecting on past experiences with domestic noise, reported in the literature as a method to understand
the cultural experience from analysing the personal one [17].
All the data gathered was translated into user requirements for
our data visualisation which can be resumed in the following
three:
• To allow people to identify the times of the day when they
make noise.
• To identify recurring patterns that define their lifestyle and
lead to making noise
• To raise awareness of when they are undergoing noisy activities.
Prototype

The nature of the project calls for a high-fidelity prototype
as the evaluation will extend over time, in the wild, and it
has to be based on real data that heavily depends on the implementation. It would not be wise to evaluate a novel data
visualisation with the purpose of reflecting on one’s DIY noise
with mock-up data that does not represent with accuracy real
events, Genov et al. [20] suggest using real data to test prototypes reduces the artificial nature of the lab, reduces users’
cognitive load and makes users more emotionally engaged
with the situation.
1st ITERATION - Sound data and Initial sketches

Understanding sound and sound data
After analysing the findings and establishing the user requirements we could reformulate the design problem, specify the

Figure 3. Amplitude of sound waves and how they map to sound volume
widgets

scope of our solution, and foresee how to shape the eventual
evaluation.
Before putting our ideas on paper, we had to study what sound
is and which quantitative features from sound were interesting for our study. We accept that nowadays most users are
familiar with what the volume of a sound is because we see it
represented all the time when we listen to an audio file with
an electronic device. What determines the loudness or volume
of a sound wave is its amplitude in a directly proportional
relationship, a bigger amplitude means extra loudness. We
usually see sound volume as an abstraction of the smallest and
highest amplitude of a given sound wave (Figure 3) Volume
control widgets are mapped to the lowest and highest amplitude the device at hand can transmit to the air, thus regulating
the volume. Amplitude is also directly related to the intensity
of a sound which is the energy carried by a sound wave; from
here, the Sound Pressure Level (SPL) is a logarithmic measure that represents the deviation in energy from measuring
the amplitude for a given sound and the amplitude of a target
sound (Equation 1), SPL is measured in decibels (dB).

L p = 20 log10

p
p0


in dB

(1)

Visualizing sound data
Usually audio is displayed in the form of spectrograms highlighting the frequencies of a sound, which we judged as not
having too much meaning for us, or audio signal plots, displaying sound amplitude against time. It was decided to plot the
data against time in the form of a time series graph because
sound data is continuous, as it is temperature for example, and
constantly changes over time. Cartesian graphs do a good job
of facilitating the elementary perceptual task of judging the
position of a data point along a common scale [11] and we
were trying the user to easily convey quickly changes in sound
readings. The most common thing a reader will look at in a
time series graph is trends in the data (i. e. it is increasing
or decreasing) so it is important to highlight the interesting
parts so users know where to look at [50]; this is telling us
that we need to discern when a sound reading is relevant to be
analysed; in other words, when a certain sound is high enough
to be susceptible to classification as noise.
In Figure 4 we can see a first sketch of how we thought the
visualisation could look The sound data is plotted against a
timeline representing a whole day of the week. This is what
we called the Yesterday View. At first to represent whether

Figure 4. Initial sketch of Yesterday View

Figure 5. Initial Sketch of Summary View

a sound data point is considered noise or not we thought
of encoding this information depending on the intensity of
the sound, splitting the surface of the graph in three bands
representing low, medium and high sound. Colour codes
(green for low, blue for medium, and red for high) in the data
plotted would represent the belonging of the data point to a
certain band; we also thought of the possibility of modifying
the curvature of the line resulting of linking all the data points
to convey sound level, this idea was further developed.
Yau et al. stresses the importance of storytelling of data visualisations as a way to inform, entertain and/or persuade the
reader; also they believe in storytelling as a starting point towards finding patterns and relationships in the data [50]. Once
sound data started flowing in the system, and after a second
day of recording data, comparisons between consecutive days
would be an option and patterns could arise in the data. With
the sketch in Figure 4 in mind, and after a session of ideation,
a novel visualisation was designed. This visualisation consists
of stretching out the line plotted in the graph in Figure 4 for
each day of the week, then plotting all the seven lines as concentric rings in hope it would be easy to find patterns in the
data which occurred at certain points of the day (Figure 5).
This visualisation would be contained in the Summary View.
No interaction with the visualisation was designed at this time.
An Expert Review with the supervisory team evaluated the
novelty of the visualisations, and their appropriateness in addressing the user requirements we previously set as a target.
On paper, the solutions and the concepts proposed were agreed
sufficient to progress with them into a second iteration. It
looked necessary to see real data plotted in this manner to further evaluate if the visual encodings worked as we envisioned.
2nd ITERATION - First plots

Working with real sound data
At the end of the previous iteration, it was decided to gather
real sound data and validate the design based on how it looked.
Sound data for 12 hours was gathered and, during the process,
the researcher annotated systematically the different activities
that occurred while the hardware was recording at home (i. e.
listening to music, watching television, a dinner with friends,

a work-out session,. . . ). The minimum amount of code was
written to load and plot the data with D3. D3 is a popular
library built in Javascript (JS) and used to produce powerful
visualisations based on data using HTML code standards. As
many other JS libraries, D3 adopt its own paradigm to manipulate elements in the domain of a typical HTML document and
to allow developers to design the interaction, the dynamics,
and the look and feel of data visualisations.

Figure 6. 12 hours of raw sound data in dB plotted with D3

We were surprised by the variability of the data given its granularity (one reading per minute tallies to 3600 data points on
a single day), making our early sketches nowhere near accurate (Figure 6 vs Figure 4). The possibility of smoothing the
signal using a moving average function was suggested and
implemented, but the resulting graph was also not close to
our sketches and high noise data points appeared shifted in
time which invalidated the data. In Figure 7 a peak function
is applied to the initial graph; peak detection is used in data
visualisations to identify points of interest by searching for
a local maximum over a certain threshold [14]; this was also
part of our exploration in the search for a more visually appealing result without losing the meaning of the data. The
peak function allows for a better observation of blunt changes
in the data (when noise starts and stops) and looks closer to
what we had in mind, but it also conceals almost all the data
in the no noise area.

Figure 7. Peak function applied over data on Figure 6

Plenty of online resources can be found classifying sources
of noise depending on their intensity [1, 2]. To our eyes and
derived from the initial set of findings, this made classification
of what is considered noise by one person easier; certain dB
readings could map the mental model of users regarding noise
with the colour classification of low or no noise for green,
medium or normal noise for blue, and high or too much noise
for red. A poor match between a user’s mental model and the
visual encoding imposes extra cognitive load on the user [39],
so we decided to go for displaying dB on the y-axis of our
time series graph.

Figure 8. Sketch of the Summary View (2nd iteration)

Two HCI students were asked their opinions of our prototypes
of the Yesterday View and agreed with HCI experts the visualisation of the raw data is the most accurate to reality so we
decided to avoid any post processing in the data and progress
to the next iteration with the visualisation in Figure 6.
Another key decision in this iteration was to reject the initial idea of changing the sharpness of the line in the graph
depending on noise threshold. The implementation of this
feature exceeded the amount of work required for such an
early prototype and the use of different colours had the same
informative value already.At the same time, we built upon
the ideation of the Summary View. As an honest attempt to
raise user awareness about how much time during the day they
spent on noisy activities, we ideated a pie chart to represent
in a visual way the percentage of time when noise is being
generated by them. We also suggested the possibility of this
noise breakdown to be split in three categories: time sleeping,
time at work, and time at home. By analysing this overview
one could reflect on a bigger picture of DIY noise (Figure 8).
3rd ITERATION - Final design

Adding annotations to the visualization
Annotations have been used in other studies to highlight
episodes in a data set [13]. By examining several examples of
our sound datasets and how they looked once plotted with our
visualisation, we were able to pinpoint what defines an ”event”
to be highlighted. We’ve talked before about the continuous
characteristic of sound, sometimes blunt spikes in the data
could be caused by sudden noise which do not persist and
might be difficult to remember because they are not prolonged
in time. On the other hand, when we see a concentration of
loud sound data recorded during a period of time, it may result
easier to remember that a particular noisy activity happened
and generated noise for a while. This was in line with our initial aim to allow users to reflect on the times of day when they
make noise and also to identify patterns in their noisy activi-

Figure 9. High fidelity prototype of the Yesterday View. (Displaying real
data)

ties. In this iteration we put the focus on adding annotations
to our prototype.
To quickly prototype the feature, we used the library D3annotations which is built using D3. The algorithm to support
this feature consisted in iteratively searching the data for high
noise occurrences (in the red area) in periods of less than 20
minutes, an arbitrary value (Figure 9). The annotation surrounds the area which we want to highlight and labels it with
the time of the first and the last loud noise occurrence and
an average of the highest readings within said period. Sometimes annotations collide with each other and may be difficult
to read, we agreed that collision detection was a refinement
beyond the scope of this project, so we opted for allowing
users to manually arrange annotations when they are touched.
Finally, we added labels next to the axes and a legend to ensure
users understand the colour visual encoding and the reflection
task is not affected [50].
A high fidelity prototype for the Summary View was also
generated. The work we did on the previous iteration to try
to smooth the data of the Yesterday View came in handy to
plot the seven-days breakdown using the concentric rings. The
data of previous days was simplified using a peak function;
each of the rings is a pie chart with a cut-out in the middle
which radius is adjusted automatically depending on how far
in time the day which references is. The right hand side of

this view is taken by a normal pie chart which implementation
is straightforward with the D3 library. We decided to present
this summarised data in the form of an infographic, which is a
popular way of presenting information in a visual manner and
make data sets coherent (Figure 20).
PART II - IOT AND IN THE WILD

A part of the design decisions in this section relate to the
design of the visualisation. However, as for the realisation of
this project sensors are needed, IoT systems are a key topic
of this project and this deserves its own section. Here we
document the technicalities of our IoT system construction
and the interaction design we ideated to support its installation,
configuration, use, and evaluation.
Hardware

The hardware to support an IoT system for audio sensing has
to be reliable. The minimum viable hardware is a sensor node
composed of a microphone attached to a microcontroller to
process the data, and a base station that receives the data sent
from the node (Figure 10).

to make all the most popular libraries compatible with both
versions of the board.
Microphones
The task of audio sensing is not trivial; each microphone model
available commercially offers features or requires of extra
hardware to successfully be considered suitable for certain
goals. The most appropriate audio hardware was chosen on
the criteria to better suit the objective of sensing environmental
audio with the least additional work possible. During the stage
of background research, we contemplated the possibility of
wearable devices versus fixed-to-objects devices to fulfil our
needs. Energy expenditure was an important factor to take
into account, as was the communication between devices.
As mentioned previously, audio has a continuous magnitude
which can go up and down very quickly in a short period
of time. Registering these changes is very valuable to us.
Dragging furniture or a sudden slam of the door, for example,
are DIY noise events that can last only for a few seconds or
fractions of seconds and would certainly cause disturbance
to some people. From the energy efficiency point of view, a
device which is continuously reading input from the environment is not battery friendly. There is an important trade-off in
this scenario and we had to carefully consider our options.
Attaching a microphone to a wearable device was discussed
at one point, but we reasoned that this could be a burden for
the user who may already wear another device or simply not
like the idea of this kind of technology. In addition, the source
of DIY noise might not always be close to whoever triggered
it (e. g. A music player turned on in a distant room). This
and the fact that the size of the battery could not be estimated
forced us to abandon the idea at an early stage.

Figure 10. Left: Computing units of our system. Right: Sketches for
sensor nodes (Microphone + Microcontroller)

Microcontrollers and communications
Microcontrollers are essential within the IoT ecosystem; they
are more or less affordable depending on the model, small
enough to fit in multitude of projects, and their performance
and energy efficiency increases with each new version released.
We were familiar with the Adafruit Feather family platform
from other current IoT in-the-wild studies currently ongoing.
These development boards come in a lot of flavours, and certain models include communication chips (WiFi, Bluetooth or
radio) to allow for wireless networking. An external LiPo battery can also be attached to the designed-for-purpose connector
built in on the board. The two models we experimented with
were Adafruit Feather 32u4 [24] and Adafruit Feather M0 [25],
both versions come fitted with a RFM69HCW-433MHZ chip
[16]. The 32u4 feather offers an ATmega32u4 chip clocked
at 8MHz which seems adequate for most portable projects.
In its core, the M0 feather version hosts a ATSAMD21 Cortex M0 chip which is the same included in the Arduino Zero
[28] and it is a considerable departure from the ATmega32u4
chip series, running a much faster clock and including more
RAM and Flash memory. Although a priori used for similar
purposes, both 32u4 and M0 versions run on a completely
different architecture so Adafruit makes a considerable effort

There is a myriad of microphones available commercially. Our
IoT system had to sense audio in each individual room of a
given household; to choose the most suitable microphone, it
was important to learn about the performance of individual
hardware by putting it to the test. We were advised by a tech
savvy audio engineer about two types of microphones manufactured by Adafruit, an analog microphone [27] and its digital
counterpart [26]. For the first prototype, we ordered each version and tested each of them paired with a microcontroller on
a breadboard; both models need of being calibrated with an
external Sound Pressure Level meter before they start giving
accurate results in dB.
The MEMS analog microphone works by detecting sound
and converting it to voltage; wiring it to a microcontroller
is an easy task because it only needs to be connected to an
analog input, GND, and voltage pins. The audio waveform
is obtained later with software. This kind of microphone
did not perform well in our initial tests when paired with
the mega32u4 microcontroller; out of the box, the source
of sound needed to be very close to the microphone and it
seemed necessary to either attach an external amplifier to the
microphone or build one with a combination of resistors and
capacitors, a cheaper option but one which would need to be
fine-tuned depending on the placement of the microphone and
the physical layout of the room where the sensor would rest.

Our experiments with the MEMS digital microphone lead to
more fruitful results. These microphones nullify the noise that
can seep with the analog version and convert sound readings
to digital values directly. The wiring requirements add three
more connections to the microcontroller; this is for driving the
data through the I2S bus, exclusive of certain kind of modern
microcontrollers. While the analog microphone is compatible
with both versions of Adafruit feathers we used for prototyping, the digital version is only compatible with the Cortex
series as the 32u4 lacks I2S circuitry. This microphone proved
to be more sensitive and was able to detect small variations in
sound from sources at the opposite side of the lab. Therefore,
the combo digital microphone + Feather M0 was chosen as
the way to go for the final prototype.
Communications
A possible network layout configuration of our system appears
detailed in Figure 11. The sensor nodes (microcontroller plus
microphone) are placed in the rooms which are not shared
in the household, a base station connected to the internet sits
somewhere in a shared room (e. g. living room, kitchen,
lobby,...). The communication between the sensor nodes and
the base station happens wirelessly through radio signals. Finally, each member with a sensor node installed in their room
would use a tablet device to load the data from the base station.

Figure 11. An imaginary floorplan of a flat, domestic noise IoT system
layout and hardware requirements

Both versions of the development boards mentioned before
boast the same radio chip for wireless communications. These
chips offer a working range of approximately 350 meters,
depending on obstruction, working frequency, antenna power,
and power output. Walls considerably hinder the range these
chips can reliably operate and obstacles need to be taken into
account. The trade-off here is in the energy efficiency of the
radio modules; they can send information using very little
power. The data carried over the air is in a packetized form
and these packets can contain up to 65 Bytes of information
only so audio streaming is not an option, meaning that any
audio processing necessary has to be done on the sensor node’s
microcontroller. At the receiver side we find a Raspberry Pi 3
Model B with the same a stand-alone RFM69HCW chip wired
as in the following table: https://github.com/etrombly/RFM69.

Orchestrating traffic in a radio network was not easy. First,
receiving packets is the bottleneck when there are many sensors trying to send packets to the same receiver. Then, sending
packets to the network each time the microphones read a value
is not efficient nor wise because sending/acknowledging packets take almost a second and there’s a risk of flooding the
network. It was decided decibels to be the audio magnitude
to represent in our visualisation, so we added the calculation
of dB within the code running on the sensor nodes, described
in ”understanding sound and sound data” (Equation 1). We
reduced network traffic considerably by only communicating
to the base station the highest dB reading during a period of a
minute, then start listening again. We think this was a good solution with a minimal trade-off for the purpose of the project;
it allowed us for a great control over the communications, and
sudden noises would still be picked up, with the caveat that we
cannot specify the duration of a sound below the one-minute
mark.
Powering
In IoT projects, the energy is always a scarce resource to be
handled with care, minimising the energy spent during processes like communication and computing is a primary constraint; also, the need of changing batteries from sensor nodes
occasionally signifies a big obstacle to the widespread development of IoT [21]. It’s for this that we wanted to excel in
minimising the energy consumption of the sensor nodes without sacrificing necessary computing resources which could
lead to the loss of important audio data for our purpose.
We did not achieve good results in this area. To be able to
capture sudden noises the microcontroller must work continuously. Experience told us that microcontrollers can be
put to sleep for small fractions of a second, wake it up, and
start listening through the microphone. Adafruit’s library for
sleep/waking up these feathers worked fine for the 32u4 boards
but, in our case, we found the M0 feathers did not wake up
after some random time operating on sleep/wake up cycles
(https://github.com/adafruit/Adafruit_SleepyDog). A lot of
effort was put on this feature to work and fine tune to maximise battery life but we were not able to ascertain why this
was happening; we even tried other libraries to no avail either.
The best results we got, using a standard LiPo 2000mAh, were
a little more than one full day for a single sensor node; clearly,
not ideal. We opted, in the end, for plugging the sensor nodes
directly to the current for the length of the study as running
the project on batteries was not viable for now.
Hardware - Prototype

Enclosure
We designed a box as the enclosure to accommodate all the
hardware for the sensor nodes. This box would include the
feather board, the digital MEMS microphone, a pull-down
button, a LiPo 2000mAh battery, and two LED diodes. The
first sketches for the enclosure can be seen in Figure X. For the
fabrication of the enclosure, we laser cut a 3mm plastic acrylic
sheet; the box comprises of ten layers of acrylic conveniently
cut in the centre to make room for all the electronics inside;
no particular reason drove us to choose the orange colour for
the acrylic. The ensure none of the layers moved we joined

The prototype of our IoT system is heavy on interaction design,
we envisioned a system the user would be able to manage and
configure for it to work in as unsupervised as possible way.
Together, the IoT nature of our technological intervention and
the subsequent evaluation in the wild of its prototype was
taken into account during the design of the interaction.
First we started defining the dimensions of our problem derived from the elicitation of user requirements:
• subjective perception of what is noise: How we can support users to define which amount of sound intensity they
individually consider to be noise?
• reflection on personal noise generated: How we design our
software to integrate the noise the data visualisations from
Part I?
Figure 12. Result of the digital fabrication of the sensor nodes.

them using 4 screws with 4 nuts built in the last layer (Figure
12). The feather is screwed to two layers of the box thus it
stays still while connected to the current. At one side of the
box there is a hole for the radio antenna which measures 16cm
and for connecting the miniUSB charging port to the exterior;
four holes at the front of the box are cut to measure to allow
the microphone to measure environmental audio and to make
room for the LED lights and button actuators. For the in the
wild evaluation of our prototype we fabricated a total of 3
enclosures.
Software

Interaction Design
There are some practical issues in the application of any interaction design project based on UCD principles [43], some of
these are:
• Who are the users? Our users are those who live in shared
accommodation and can be owners or tenants of the property. For stakeholders we can also include those who own a
property but don’t necessarily live in it, they could benefit
to some extent from the installation of our system in their
properties.

• environmental obstacles of the setting hosting the technical
intervention: Is it possible to guide users through a hardware
installation at home that is heavily dependent on wireless
communications?
• privacy concerns: How do we empower users to decide who
they want to share their data with?
• hardware to support or data visualisation: Do we need
some extra hardware to support the system?
We designed a web application for tablet devices to address
all of the above.
Since the first stages of the ideation of the project,tablet devices were regarded as being most suitable to visualise the data
sensed. There were tablets available from other studies, they
are fit for purpose, and mostly everyone is familiar nowadays
with touch interfaces. The number of tablets needed for the
study were argued to be one per participant at a later date, this
was due to address privacy concerns about sharing the data
and to simplify the access to personal data. The possibility
this could be a system users could borrow from some authority/friends and install for an undetermined period of time to
learn about DIY noise was suggested, and the fact that our IoT
system works in any modern browser, motivated us to design
for one tablet per user.

– To raise user awareness of when they are undergoing
noisy activities.

Web Implementation
The evaluation of ubiquitous technology can be aided with
web app technologies to display the data sensed in the IoT
network [13, 12]. This leverages the need of building displays
specifically designed for each study and increases the chances
for successful user adoption [44]. Reuse of code is generally
accepted and encouraged on every formal approach to software engineering. Thus, it was logical to reuse and adapt the
back-end code previously used in the Temperature Calendar
project to give support to the data persistence layer for this
project. This layer is built on Django, a popular web-based
framework for ubiquitous technologies, which allows developers to operate on a typical SQL database with a considerable
level of abstraction, and which facilitates interoperability with
the use of REST APIs.

– Design a system that can be installed at home and
works out of the box.

Our development server is running on a Raspberry pi, which
also takes care of receiving the data via radio from the sensor

• What are their requirements? In Part I we specified some
of the user requirements in relation with the data visualisation we designed. The user requirements for our IoT
system, which supports the visualisation, depart from these
user needs and point towards usability and user experience
goals and functional requirements. Some were found during the data gathering phase while others appeared during
brainstorming sessions. To summarise these new set of
requirements:
– Design a system as usable as possible to support our
data visualisation.

nodes by running a Python process in the background. Said
process directs sensor data to the development server through
HTTP requests. Our web application connects to the development server through the local network and the data retrieved
is displayed to the user as a normal website. Setting up local
environments is the most popular way of developing web technologies, it is an enclosed and controlled space which mimics
how the application will behave when deployed on the internet
when it is ready for production.
Although software development always finds its way to fulfil
a goal, being well versed in how software supports the underlying technology of this project helped greatly in shaping the
interaction design of our prototype. We think it is important
to remark this fact as a way to encourage HCI practitioners
and UX designers to have in mind software principles and
technological barriers when prototyping and informing their
designs.
To understand better the dimensions of the problem we
sketched some scenarios depicting situations based on user
past experiences relating to them complaining (or receiving
complains) about DIY noise. The user journey in Figure 1
describes the process of installing and setting up our system
when it was decided enough for taking into the field study; it
is the result of several refinements of the original idea and the
use cases described during the design of the user interaction.

Figure 13. Synchronise sensor screens.

• Synchronise sensor: When it is detected a new user is in
the system, the application instructs the user to connect the
sensor to the current and to touch the button on the sensor
node. This task starts the synchronising process which will
associate a user with a sensor (Figure 13).
• Name the sensor: The user names the sensor so it can be
identified in the network (Figure 14).

The next logical step was to give some thought to the software which would guide the interaction with the system. On
the next section we document the iterative design process of
prototyping and refining the software artifacts.
Prototyping
Designs emerge iteratively from design-evaluation-redesign
cycles [43]. We started sketching on paper some wireframes
for the navigation of the app, at first we considered things
like a login screen with a keypad to introduce a personal pin
to log into the app so having only one tablet per household
were an option; having participants to remember pin codes
was eliminated from the design later on. Other design features
present on our early prototypes did not make the cut either;
things like setting up a user’s noise threshold tolerance using
a semantic form, or being able to see the data available from
other members of the household by default were abandoned
during our expert review sessions.

Figure 14. Give a name to the sensor screen.

• Place the sensor: To ensure an adequate communication
between the sensor nodes and the main station, the user is
suggested to find a place for the sensor node to rest within
their room while looking at the indicator so the signal is
strong enough. This was achieved because RFM69HCW
chips are able to determine the signal strength when they
receive a packet from some node (Figure 15).

After a couple of expert reviews on prototypes sketched on
paper, we proceeded to refine our prototype using Adobe XD,
a professional tool for creating wireframes; this prototyping
tool allow for easy sharing of designs across stakeholders for
reviewing. Some design requirements were introduced later
in the prototyping process as the functionalities were being
further specified.
Some key design decisions/features we decided to implement
on the final prototype took form during the prototyping stage;
in the end we designed a set of steps that guide the installation
of the system. Following, we summarise how the user is
guided through the setting up of the IoT system:

Figure 15. Place sensor screen.

• Establishing noise threshold/Make some noise: As we said
before the perception of noise is subjective. This step was
designed to acknowledge the personal noise threshold. The
user is invited to make some noise in the room, the kind

of noise they think it would not be acceptable to make in
a room of the household by any of the members. While
the sensor is calculating the amount of noise, a noise meter
gets filled and the number of decibels read. Now the system
knows that when a sound above that level of dB is detected
in any of the other rooms it could be potentially perceived
as noise by this user (Figure 16).

Figure 18. Main screen.

Figure 16. Set the noise threshold.

• Set time schedule: This step requires the user of filling a
form with an approximation of the times when they are at
home, go to sleep, and go to work; as well as their working
days. As the user is filling the form a timeline matching
their input appears at the top of the screen (Figure 17). This
information is used to calculate the overall percentage of
noise registered that can be seen on the pie chart in the
Summary View.

Figure 17. Set time schedule screen.

• Main Screen: This is the welcome screen when the user
visits the web application each time, from here users can
visit both Summary and Yesterday Views, as well as set onoff their privacy settings. Personal noise data starts being
displayed after a full day of data has been registered, In the
event there is not data available (e. g. right after having set
up a new sensor) the screen prompts the user when the first
report on noise will be available to be visualised (Figure
18).
• Yesterday View Screen: This is the screen which displays
the detailed noise data and the annotations from yesterday
(Figure 19).
• Summary View Screen: Here users can visualise noise data
from previous days simplified in the novel visualisation.
At the right of this screen the percentage of noise can be

Figure 19. Yesterday View screen.

plotted in the pie chart against filters of time at home, time
sleeping, and time at work (Figure 20).

Figure 20. Summary View screen.

• Others sensors: Providing other members of the household
have chosen to share their personal data, users can access
other member’s both Summary and Yesterday Views (Figure
21).
The last bit about the interaction design we want to talk about
relates to the red led diode built in the sensor node enclosure,
since this was a requirement extracted during one of the brainstorming sessions with the experts, supported by one initial
finding about people feeling embarrassed when asked to make
less noise As sensor nodes are continuing measuring sound
pressure and after sending the reading to the base station, it
was easy to query the database and ask if the value received
was well above the minimum noise tolerance threshold set
by any of the members of the house and report back to the
node. Therefore, we thought of adding a red indicator to flash

Figure 21. Other Sensors screen.

for a period of 5 seconds to raise awareness of noise on the
perpetrator.
Usability
Usability is core theory in HCI, previous research on usability
and IoT systems have provided evidence that sustained engagement can be seriously affected when users have to deal with
devices with usability problems [4]. To ensure our design was
usable before progressing the prototype into the high fidelity
stage we underwent a series of usability tests in our medium
fidelity prototypes taking advantage of our expert knowledge
of users and technology.
Jakob Nielsen’s 10 heuristic rules for evaluation [38] were
compared against our medium fidelity prototype. We asked
two colleagues to inspect our interface individually; after comparing notes and aggregating the findings, we made some
adjustments and refinements in the product:
• Visibility of system status: On some infrequent but major actions such as the configuration of the sensor nodes, we made
the response from the system dependent on indicators like
the dB metre or the signal strength widget. Other decision
was to add an icon to indicate the sensor node is currently
listening but time constraints impede its implementation.
• Match between system and real world: We reviewed all the
text displayed to make sure the language used is clear and
the users are familiar with it.
• User control and freedom: It was decided the configuration
process to be interrupted at any time, if not completed the
app would alert the user the configuration was not completed.
• Consistency and standards: We moved around all the buttons with similar behaviour to the same position across
screens.
• Error prevention: We added a time bar representing the
time schedule set by the user so they could visually see if
any overlapping between time periods was made by mistake
(e. g. time at work and time at home overlapping one hour).
• Recognition rather than recall: We made sure instructions
were always visible in each step of the configuration so no
recall from previous steps was needed. In the Summary
View we also make available the data simplified for yesterday. We also added labels to each of the rings on the

Figure 22. Refinements in the web application after running usability
tests.

visualisation to aid the identification of the day each rings
refers to.
• Flexibility and efficiency of use: Quick access from/to yesterday and Summary Views were added to avoid going
through the home screen, we assessed experts in our application would greatly benefit from these shortcuts.
• Aesthetic and minimalist design: We avoided excessive cluttering across the webapp and removed buttons for infrequent
actions from the home screen.
• Help users recognize, diagnose, and recover from errors:
On this front we did not have the time to implement some
recommendations we suggested like designing custom Not
Found 404 error screens, or custom screens apologising
for just being a prototype and encouraging to contact the
researchers.
• Help and documentation: We reshaped the synchronising
process in the form of a wizard widget and added information bubbles on places like next to the button for sharing
personal data.
Finally, we isolated the configuration process into tasks and
looked for usability problems to ensure the actions visible
were sufficient, correct and easily associated to the expected
outcomes, thus evaluation our design for ease of learning [43].
On Figure 22 the reader will observe how some wireframes
changed after our heuristic evaluation.
High-Fidelity Prototype
Some HCI studies, given their nature, cannot be evaluated
with users during the early stages of design prototyping. Some
involve the invention of a new technology, in other cases the
technology needs to be used for an extended period of time and
it needs to work before being evaluated. IoT studies falls in the
latter category, these systems call for evaluations of prototypes
in the wild where they will be really used and integrated into
people’s lives [9].
We progressed from the medium fidelity wireframes built using Adobe XD towards a high fidelity prototype. This software
is still in its infancy and does not offer the possibility of automatically generating HTML and CSS code equivalent to what
has been designed with the application; although we see potential in this tool as it is very easy to use and results are visually
impressive, the lack of the mentioned feature will surely slow

down the adoption rate in the future. This hindered the process
of high fidelity prototyping, instead of moving our designs into
a more capable software like Axure, we opted for loading the
raw SVG files exported with the Adobe software into HTML
documents and carefully manipulate the domain elements and
add the relevant Javascript code to support the execution flow
of the interaction design. We thought the minimum viable
high fidelity prototype would have to support all the configuration process, and the display of the visualisations. We used
popular techniques in prototyping like image maps to mimic
buttons and other clickable areas. On an eventual final product
this would not be acceptable as it would result in a system
very difficult to maintain; time constraints lead to leave aside
features like dynamic animations while the system is doing
some background processing, features that users surely would
miss as they are considered pretty much standards nowadays.
PART III - EVALUATION
Study Design

The evaluation of IoT systems has to be thought carefully;
some of these are systems that try to persuade users to look at
real data collected for a period of time. Researchers will want
to observe their intervention in a natural context of use [47].
Important evaluation results like user engagement with the
system, the effectiveness of the visualisation, or the usability
problems derived from the particular setting where the IoT
system is deployed cannot be obtained from lab results. This is
why IoT systems call for field study so researchers can obtain a
more detailed picture of the performance of their technological
intervention.
During in-situ studies, the researcher has little or no control
over the environment in which the technology is working. It
is difficult to ascertain before the study what effect derived
from the use of the device could be of interest to the researcher
[43]. There is a trade-off between preserving the natural environment and the quality of data collected [22]. To obtain
insight during an evaluation of a display we would want users
to check our displays daily, for example; we should be careful
about the impact of reminding participants daily has on the
experience as we might be missing why the display is not
engaging.
As noted by Rogers et. al. [43], prototyping in the wild where
different kinds of technologies are assembled in the lab and
then tried out in the real settings is on the rise, but there are
problems translating HCI theories into practice so they argue
about letting interaction design in the wild continue as an
applied practice.
Previous to the start of the in-situ study we conducted a pilot
study at the researcher’s house to ensure the system worked as
planned once taken to the wild; when conducting this kind of
studies, frequently it is difficult to anticipate how the events
are going to unfold [43], so we wanted to be as much prepared
as possible in case of some unforeseen eventuality happened.
This helped greatly with designing the semi-structured exit
interviews at the end of the study, a script to follow when
the researcher visited the real sites, and a bullet-point list of
interaction stages for the researcher to write down particular

usability issues. Also, from a strictly technical perspective, a
few steps are required to enable the system in its prototype
state outside the lab, the pilot study helped predicting possible
technical issues.
The set of questions for the interview touched on topics about
their thoughts about the configuration process (Figure 23),
their cognitive processing of the visualisations, and the information learned from the noise data.
Participants
Participants were recruited from personal connections; they
were chosen on the eligibility criteria to be adults living in
rented or owned shared accommodation with wireless connection to the internet, and to have a room of their own not
shared with anyone else. A total of 5 participants were selected
(professionals aged between 30 and 41), 3 of them living in
a 3-bedroom flat and the other 2 in a 2-bedroom flat, both
flats sited in East London. All of them were familiar with the
use of tablet devices and defined themselves as comfortable
with modern technologies, none of them work in the HCI field.
Participants were not paid for their time and participated in the
study as a gesture of goodwill; they all signed consent forms
outlining the study details.
Procedure
The study was scheduled to run for two consecutive weeks, in
the first week the system was in use at the 2-bedroom flat, and
we later moved the system into the 3-bedroom flat for another
week. The study could not run in parallel because we did not
have the time to fabricate enough sensor nodes and we only
had 3 available ready to install. Time constraints also impeded
5 other eligible users to participate in the study. Participants
were given each a sensor node and an Android 4.4.1 tablet
running Google Chrome browser, plus all the necessary wires
to power the devices. A direct access icon to the webapp was
added to the icon area, only this icon was visible. The base
station was installed in a common area which, in both cases,
was the living room and the sensor nodes were placed in the
rooms.
Before the study participants were sent an online form with
questions about their experiences with noise in the past. All
participants claimed to have been bothered about someone
else’s noise during the past year, 4 out 5 complained directly
to the offender; also, all the participants reported to have
received complaints about them making noise at any point of
their lives and to have put a fix immediately after receiving the
complaint.
The researcher agreed with participants in the same house
a suitable time for the study to start when all of them were
present. Once at the house, the researcher talked about the
study and the activities participants were going to be asked to
perform, all the hardware was shown and described including
instructions for their use (Figure 1). A participant was given
the base station and instructed them to find a place for it in a
common area, plug it to a wall socket and connect it to the internet. Due to this being a prototype, and a web server running
on local, the researcher had to note down the local IP address
the WiFi router had assigned to the Raspberry Pi to ensure the

Figure 23. Interaction flow diagram for the user interface. Main application and Configuration Process

tablets were able to connect to the web application when connected to the network. In individual turns, the researcher gave
each participant a tablet and instructed them to visit the icon
which started the configuration process of the system. From
here, the researcher let the participant follow the instructions
on the screen only intervening when the participant requested
for some help. Notes about participant remarks and some
others based on the researcher’s observations were taken systematically. Participants were asked to check the application
and their personal noise data once daily when the first report
were available.
After all participants had gone through the process, the researcher left the house for a week only coming back once
during each of the studies because of technical difficulties.
During the first study, two of the tablets stopped working and
lost all communication with the router when connected to the
same network at the same time, we opted for not debugging
the problem and replace the tablets for newer models so the
study could progress. Three days into the second study the
base station got disconnected from mains by the landlord by
mistake, the researcher was alerted by the participants that the
app stopped working and visited the house to fix the issue; as
a result, we lost noise data for half a day.

• Knowledge discovery? How effective are our visualisations
in supporting participants on acquiring knowledge from the
data?
• Hypothesis generation? Are our visualisations competent
in giving participants the tools to build knowledge?
• Decision making? How well they support the communication of analysis results?
Results

Interview Results
Around 100 minutes of recordings were systematically transcribed and analysed by the researcher. The researcher carried
out a top-down approach to thematic analysis so as to keep the
evaluation focused on the research question [6]. The analysis
concentrated on identifying finer patterns within the common
themes that were relevant to the study purpose. We structured
our qualitative results in five main themes which correspond to
participant’s use and understanding of our three visualisations
about noise data (Yesterday View, Summary View, and Overall
Chart), and other two overarching themes about their opinions
on personal noise threshold, plus overall engagement with the
system.
Yesterday View

interview question

Lam et al. summarised in seven the possible scenarios for evaluation in information visualisation [33]. This help us greatly
formulating our evaluation goals and designing a set of questions for our method of evaluation. The scenario which better
describes our study is Evaluating Visual Data Analysis and
Reasoning (VDAR), Lam et al. defined VDAR evaluation as
”how a visualization tool supports the generation of actionable
and relevant knowledge in a domain”. it relates more to how a
whole visualisation supports user’s analytic processes. VDAR
is often associated with in the wild studies as the data and
the actionable knowledge derived from the visualisation are
highly context-sensitive. They propose a set of four question
the evaluation of the data visualisation need to give response
to:
• Data exploration? Are our participants able of seeking,
extracting, reading and searching information easily?

Data Exploration: All participants easily found information
with this visualisation; when asked about the current snapshot
of the data they all were able to navigate through the data and
report accurately on what they were looking at. Participants
were able to identify noise occurrences at first glance.
When the peaks go red between 6 and 9, and then 8
and 9... I don’t remember what was happening at that
point, initially waking up and chatting, and this bit, yes!
exercise in the morning (P1)
A participant remembered being able at some point of the
study of reading contradictory noise information that lasted
for a while
There was some noise when I was not in the flat. There
were high peaks in red when no one was in the flat (...) It
was for a few minutes I think, it was not very long. But it
could be something from outside. (P2)

Other participant reports on how she extracts information
derived from the red area of the graph.
It’s more interesting to see yesterday because you can
assimilate the red parts with an activity you have in
mind.(P5)
Participant 3 suggests new features so the search could be
filtered with a bigger level of granularity than the defaulted.
I’d like to have more breakdown in the hours of the graph,
if I have to be picky. Of course I know I was sleeping
from 3am to 5am. (P3)
Knowledge discovery: The graph does well in flagging users
with noise levels that are quickly acknowledged by participants.
I looked at it, and see wow there’s a lot of noise at that
time and I realised the time and I could remember exactly
what was happening at the time. (P1)
The detailed day view gives noise information in a way that
allow users to explain it. This participant realises that the noise
reported on the graph must not be his own.
See! Most of the noise was made in the morning and
8:45 and, through the day, it was basically noise from the
street because it’s all blue. (P4)
This participant discovers the consistency of the noise report
with his daily activities.
Well, there’s a peak at the beginning. I am surprised but
I’m usually very quiet but it’s true, it is the alarm, so
every morning it is around the same time. (P3)
In this case, although the participant does not link the noise to
himself, he gets reassurance that something noticeable loud
happened.
But it had to be very loud to make it into the red decibel
area of the graph. I reckon it must have been something
quite loud. (P2)

I don’t have only one alarm clock, I have several, so
maybe that’s why it’s showing the 2 minutes label, because it takes a while to wake me up.(P3)
I made some noise around 8:40 for 3 minutes, and I think
this has been recurrent every single day. When I was
drying my hair. (P4)
This participant, however, could not point easily towards what
defines something to be classified as noise by the system, an
important concept to completely articulate our technological
intervention.
I find it informative but it was hard to know what was a
certain length of decibels. What was the certain amount
of decibels?. So, for example, if it’s red how loud that
actually is? Does it make sense? It could be red when
you drop something on the floor and it makes a noise, or
what is the mark? the setup when you scream? (P2)
Decision making: All participants mentioned that it was easy
to remember events when looking at this visualisation, and
the fact that it displays recent data (24 hours) makes the information readily accessible and reportable. Colour was for
all participants the visual feature with most information value.
Two participants mentioned not understanding the figure in
dB in the annotations as it had not added information value
for them compared to the other visual features.
The colors, it makes it very clear; I don’t even know if
you need the decibels, well maybe but for me that you
have both the colors and the times. The threshold does
not need to show because, after setting the threshold in
the configuration, it’s kind of almost unnecessary extra
information, that’s my main critic you don’t need to fill
all the information, you need to simplify a bit (P1)
yes, but more than a number, it’s the graphic itself, numbers are fine but comparing each peak and also the colour
helped me more rather than reading a number to be honest. (P3)

The last participant understood that checking the visualisation with data not from a workday will be more informative
regarding her personal noise.
I know what I’m doing in the morning because everyday
you do the same thing, but it would be more interesting
to see what happens on the weekend because you have
more erratic schedule. (P5)
Hypothesis generation: Annotations encapsulating periods
of noise are referred by this participant to be necessary for full
understanding of the data.
Yeah I guess so, well it shows you at the peak of the
noise and it shows you how long that sound lasted for (...)
without the times it would not make sense whatsoever.
(P1)
These two participants also help themselves with the annotations to infer high noise is the result of them getting ready in
the morning.

Figure 24. Screenshot - Summary View displaying real noise data

Summary View

Three participants were confused about this visualisation.
They did not engage with the visualisation at all and reported
not understanding it completely to be able to extract meaning
from it. The concept of data for the past 7 days displayed as

a 24-hours clock with labels representing midnight and midday was not completely understood. The main problem they
reported was that the visualisation did not look like a clock in
that it lacks labels for the hours other than 00:00 and 12:00
(See Figure 24).
No,because I don’t fully undertand that one if I’m honest,
it looks like a really funky graphic but I’m not entirely
sure how I would interpret the data there. I understand
that the colors are the same of the colours of the graph,
so green periods match when there was not noise, and
blue is when is only regular, that’s all (P1)
I find that view quite confusing, because I could see it
was the days but, to me, how do you know what it was at
what time? To me it was just kind of a messy pie chart,
it was just a circle with lots of blue, green, and reds bits.
The only information I’d get from that... Say if it was all
red it would tell me I was very noisy, but it would not
allow me to pinpoint you anything, because that’s more
with the day view (P2)
I feel that all my sound is consistent in time, that all my
noise aligns here which is morning I think, no it’s the
morning, I’m not sure, it’s this night? (...) because this
could be midnight or midday or the other way, it’s say 12
and 00, but I forgot this is like a clock (P5)
Data Exploration: Two participants were able to look at the
data and be able to navigate it to try to make sense of it.
Yes, I can see where the red peaks are concentrated, all of
them are like in the same area, and also you can compare
between rings. (P2)

hinder the time users need to make sense of the visualisation
as it impacts the readability.
To be honest, this is confusing, it’s a little bit confusing I
would say. I cannot see well the inners circles and it was
quite long ago so I cannot remember anything there. (P4)

Overall Chart

The pie chart representing the individual overall percentage of
noise of participants was very well received. It was useful for
participants to assess with a fair amount of conviction whether
they were noisy individuals or not.
Data Exploration: Participants found the graph intuitive as
the pie chart is a visual representation they were already familiar with. Neither of them had problems navigating through
the different filters time sleeping, time at work, and time at
home. Also, maintaining the same colour scheme across visualisations helped greatly to discriminate between low noise,
medium noise and noise.
I can see the 3 times put together, the percentage in a
graph that problably interests more, those three buttons,
I can select which times I want to see, if I’m at work, if
I’m at home or if I’m sleeping. (P3)
Very easy to understand, pie charts are very simple to
read. 7% of day when there was too much noise, then the
blue is when you are acceptable levels, and green when
you are not in the flat at all. (P1)

Most of the noise is made in the evening, at night 10
o’clock, no noise at night because here is almost empty.
(P4)

I thought that was really informative, the pie chart was
really interesting. Because you can see how noisy you
are overall. If you have 2% red, you know, you’d think
OK I’m a little bit too noisy but it’s only a 2%, so it’s not
too bad, you know. Most of it was green. (P2)

Knowledge Discovery: The same two participants built an
image of the times of the day when their noise data appeared
in red more frequently during the past week.

Knowledge Discovery: As simple as a pie chart can be, this
becomes full of meaning for participants. They were surprised
checking the overall accumulated at the end of the study.

So anytime from 9 to midnight it is when I’m most annoying, around 9am I go to the toilet I guess. (P4)

I’m very well behave flatmate, because for me 3% of
noise is totally cool. (P1)

It was interesting to know the noise I made which is considered loud during the day and I know that I’m mostly
loud in the evening and in the morning (P2)

It shows that I’m very quite, I don’t disturb my neighbours. (P4)

Hypothesis Generation: The same participants were able to
see patterns in the data that would lead them to see a bigger
picture about his personal noise.
I’d say my room is quite noisy during the day. (P3)
...some (noise) in the morning, and the rest of the day it
is basically noise from the street because my bed is next
to the window and the sensor too. (P4)
Decision making: Participant 4 made an interesting observation about the Summary View. As the rings, representing
past days, are becoming smaller and smaller the cluttering in
the data is bigger and there’s a relevant occlusion effect that
prevents the data from being correctly evaluated. This could

That’s only at home right? most of the time I’m ok
because it’s blue, but 5% of the time it is red so that’s
bad. and that’s it (P3)
Hipothesis Generation The Pie chart reinforced participants’
preconceived ideas about themselves when it comes to personal noise.
It’s tiny, I’m a very quiet person. I’ve been told that
before, it does not come new. I’m very self contained
unless I’m drunk (P4)
I know for sure I’m very quiet but I thought somehow I
would be noisier, meaning I don’t know sometimes you
are watching something (TV)... but no no, it’s good if it
says I’m quiet it’s because I am (P3)

I would not say that because when you check at home it
seems there’s a lot of noise but I cannot be noisy when
I’m asleep. It’s because I sleep with the window open
(P5)
This last participant tries to build theory about their noise
results as they saw almost no green colour on the chart for
when the time they are at home.
I think that affects, because when I close the window
you cannot hear anything and I always leave the window
open. Also, I like to use my hairdryer to keep me warm,
or maybe there’s something blowing into the room so
that impacts. (P5)
Sense-making process gets enhanced when using insights from
the Summary View and the pie chart.
It’s only 5% of the time, OK I’m not green but I’m a
human being, it’s acceptable so 95% of the time my noise
is acceptable so I would not define myself as a noisy
person I’d say I’m noisy at certain times like when I
prepare myself, also in the mornings when you are in a
rush and stuff like that. (P5)
Decision Making: This participant, who engaged the most
with the system, used our IoT system in a way we did not
anticipate during the design of the prototype. Sleep quality is
important to them and they tried to make sense of their snoring
at night by comparing the percentage of noise on the blue zone
with the summary view.
But specially, from the two charts, I was really interested
about the pie chart. Because it’s true that I don’t necessary
need to know at what time I was snoring. So that’s fine.
But it really helps me to understand how much noise I do,
or the noise in the room during the night. For example
if I’m sleeping, let say. . . I believe it was from 10 to 6,
something like that. So the pie chart tells me that I’m
noisy 25% or 20% of the night that means that, well,
I’ve been snoring or there’s been noise for two hours or
almost two hours. So, that’s something that I did learn
and I was also interested and looking forward to know
this percentage, honestly. (P3)
Another participant pictured themselves in a situation from
the past having the system, and how this visualisation could
have changed the course of the events.
I used to live in a flat in South London and I had a neighbour upstairs who was a council tenant with an alcohol
addiction, and he used to make very very intense levels
of noise at random times, sometimes 2am or 6am, (. . . )
Sometimes, we had to call the police from Lewisham
Council and they had an after-hours service, and by the
time they came it was the next day, so there was not point
in investigating it because there was no evidence of it.
So, in my opinion, this device would be perfect because
I would have been able to proof that level of noise was
taken place above me, that would have really helped in
that situation because (. . . ) we did not have enough evidence that she was being a very antisocial neighbour,so

something like this would have been very useful in that
situation. (P1)
Overall engagement

Engagement with the system is a mixed bag of results. Three
participants reported checking the application at least once
a day, with one of them looking at data several times during
the day and sometimes right after midnight when they knew
the next batch of data was already available. The general
consensus was checking the application in the evening. The
other two participants agreed they did not check the application
every day and gave reasons like being very busy with work or
social life. One participant forgot the system was installed in
the house, until the researcher visited the property for a second
time, so our IoT system remained unnoticed sometimes, even
when this participant placed the sensor next to their bed site; all
participants said the sensor node was not intrusive so we can
argue overlooking the system hinders engagement. The other
participant who admitted not engaging much mentioned they
would have liked to be notified by the system when new data
was available or directly receiving the results on her phone.
I just forgot, or I think like it was the weekend, or you
are not here at all. I think the fact that you have to
go and check yourself and it’s not self-reporting is an
issue we can improve, because it could be more efficient
like having a summary of the day popping up like a
notification saying ”you can download your summary”,
instead of you going to the app. (P5)
Noise Treshold

Only two participants reported noticing the red LED on the
sensor node blinking at some point, both living at the same
flat; the feature might not have worked during the second field
study. One participant reported not to know the meaning of
the flashing red while the other did not stop making noise as
they were home alone at the time. When asked their opinions
about the noise threshold their flatmates set for the study, three
participants judged the threshold to be fair but, curiously, the
two participants from both households who were known to be
the noisiest argued the threshold was set to a low level.
I thought it was a bit too much, cause I did not really make
excessive noise at any point, so if that was something that
was installed in my house really, and it was set by my
neighbour’s threshold I think I will get really annoyed
because I just think that was unreasonable level of noise
that was expected to be my top level of noise. (P1)
I think it’s fine, but the fact that they are in the green
most of the time I guess for me it is too low because if
we consider the green being the normal, like definitely
for me the threshold would be too low but then I guess it
all depends on the person. (P5)
Usability problems from the researcher’s observations

The main usability problems of our technology were identified
after analysing the researcher’s notes that were systematically
taken while participants utilised the system. The researchers
observed the participant’s activities and made specific notes
for each of the main stages of the configuration process (right

hand side of Figure 23), and some more general ones about
the observed reactions to the experience.
We divide the configuration process being evaluated as follows:
• Stage 1: start configuration sensor node.
• Stage 2: place the sensor and monitor signal strength.
• Stage 3: make some noise to set noise threshold tolerance.
• Stage 4: Set personal time schedule.
• Stage 5: Reviewing home screen.
None of the participants were able to follow the configuration process by themselves without the help of the researcher
at some point. None of them interrupted the configuration
process half-way through it, by clicking the close button for
example, and they all carried on until the Setup Complete
screen.
Stage 1: All but one questioned if the application was working
correctly because the icon on the middle of the screen was
static. Two participants had to press the button on the sensor
node repeatedly until the yellow led light started blinking.
None of them had problems giving the sensor a name.
Stage 2: All participants were able to fix the sensor node to
the wall using the Velcro strips attached to the device, 4 chose
an area next to their beds and one next to their desk. 4 participants placed the sensor before looking at the signal strength
indicator in the tablet, and 1 of them changed the sensor to
a different place after seeing only 2 out of 5 dots were filled.
All participants asked the researcher if the signal strength was
good enough, even when the indicator was showing 4 out of 5
dots filled, signal strength never reached 5 full dots during the
evaluation.
Stage 3: 4 participants shouted at the microphone and looked
at the application straightaway to check if there was some
update on the screen, 1 participant chose to play some music
and turned the volume of the speakers up/down while looking
at the tablet screen to search for any changes. All of them
wondered why the system was taking so long to refresh the
volume metre and chose to progress to the next step setting
the noise threshold to 70dB, only 2 participants were able to
see the 110dB screen at some point.
Stage 4: All participants quickly grasped how the input fields
were populated and what information they were being requested. All participants asked about how they could tell
the application when they were on holidays or not at home
because they were out with friends, for example.
Stage 5: Once the configuration is finished the web application
goes back to the main screen. None of the participants noticed
the widget for toggling on/off if they wanted to share their
noise data with other members of the household, even though
they were told before they started setting everything up they
would be able to do so. The researcher asked them what was
their preference and reminded them they could do it from the
home screen; once alerted, they all were able to scan the home

screen and choose a preference with any major problem. All
participants but 1 chose to share their data at this point; by
the end of the one-week field study all the participants had
toggled this feature on.
The main usability problems found and those which we should
fix first for the next refinement were:
• Share personal data: We thought of this feature as an important thing users need to at least see and decide about, but
they overlooked it. The feature is defaulted to not sharing,
but including this feature as an extra step before the end of
the configuration is the way to go.
• Other: Two things that escaped our tests, there is no way to
know if four dots is good enough reception for the system,
it is and so are 3 and sometimes 2, we thought the map
model of a signal strength on mobile was enough for them
to know this. And the logical order is: first look at the signal
strength before placing the sensor, not the other way around.
We suggest here to add a label next to the signal strength
widget so the user knows what is considered a good enough
signal strength.
DISCUSSION

The results of the evaluation of our IoT system highlighted
its strengths and weaknesses. Two of our three visualisations
demonstrated competency in participants identifying in time
noisy activities and forming an informed opinion on whether
they were noisy individuals. The summary visualisation, designed to identify patterns in noisy behaviours across time,
threw less optimistic results to the point of not engaging with
3 out of 5 participants. Also, both interviews and usability
evaluation demonstrated there is room for improvement in
our design. Based on this knowledge, we continue with the
discussion of the results derived from the thematic analysis of
the interviews and the observations of the researcher.
Usability in the wild
We identified several usability problems during our field study
that we could not anticipate when running our usability tests
without users. Somehow, this is compressible having into account it was the first time we evaluated the application with
users and during a field study. Some practitioners pointed
that testing in the lab brings up most usability problems when
budget and deadlines constrain the study [30]. However, our
interaction is heavily dependent on the context- i.e. users’ individual homes- we are likely to find more usability problems
during a field study as participants behave differently [15],
although the evaluation may take longer.
Interacting in high fidelity
Our design called for a high fidelity prototype and the aesthetics of the interface resembled a fully operational product. Lim
et al [36] observed, when comparing usability evaluations with
high- and low-fidelity, that participants did not interpreted correctly graphical elements of the interface in refined prototypes
because they did not match modern GUI conventions. In our
study, although participants were told they were interacting
with a prototype they complained frequently during the configuration of the system about graphical elements that appeared

static on screen (sync icon on Figure 13 and dB meter in Figure 16). We included these graphical elements because we
knew we had to convey to the user the system was running a
task in the background for their benefit, but the prototype did
not reach that far. Our recommendation here is to be careful
with mismatches between the high-fidelity prototype and the
user’s mental model of a finished product.
Looking for patterns
There are risks associated with innovation, and the evaluation
of our Summary View graph flagged severe usability problems which demanded too much cognitive load from three
participants. The task of recognising patterns in noise data
was hampered by two factors: excessive cluttering on the inner
rings, and an incorrect use of metaphors. Clutter can obscure
the structure of the data and make difficult to discover relationships and patterns [40], each of the rings represent a day and
plot all the noise data for a day (around 1000 points of data
after applying a peak function) which did not display nicely in
the tablet devices for the rings with smaller radius. The second
problem was that we did not a good job making prominent
the 7-days noise data was displayed in the form of a 24-hours
clock and participants were confused, we believe the use of
more labels to show the hours of the dial would have helped.
On a more positive note, 2 participants were able to use the
visualisation effectively which tell us that we took some steps
in the right direction.
The data is ready
Perera et al. [41] highlight event detection as one of the most
important features of IoT and talk about notifications as a
way for the IoT to fulfill its vision of machine-to-machine
and machine-to-human communication. 2 of our participants
admitted they were not engaged by the technology because
that week was a busy period or they just simply forgot the
system was installed. Sending notifications to their devices
to remind them that a new daily report was suggested. It’s
important for practicioners to have in mind the effects notifications and interruptions have in user performance [37, 7, 5]
before considering sending reminders as a solution so their
IoT solution does not go unnoticed.
How did I sleep?
A participant surprised us by using all the visualisations to
”evaluate” their sleeping patterns; they ascribed more meaning
to elements that we thought, at first, were less relevant in the
data, the blue and green coloured areas, which we did not even
think of annotating. We did not anticipate this use for our
technology and it was not within our set of user requirements.
In-the-wild studies have demonstrated in the past how people approach technology differently depending on their own
situations and purposes [43]. This demonstrates three things:
• Technology is a tool and users decide how to use it.

• Users are extremely adaptable.

• Sound data can reveal a lot of things about ourselves.

Limitations

All the results presented in this section come alongside a series
of limitations regarding the in the wild study, the evaluation
methods, and the technology deployed.
Deployment
Our IoT system was only deployed in two flats with two and
three inhabitants, it has not been escalated to a bigger flat or
a house with more users yet. Our margins were narrow and
we lack the time and hardware necessary to deploy in a third
house, but we believe a swatch of 20 participants would had
been more representative. Finally, each of the 2 field studies
only lasted for one week, it would have been interesting to see
the effect of the field study in a longer run in the engagement
of the technology. Chamberlain et al. [9] note there is a lack
of consensus in HCI about the duration of field studies, as
sometimes it takes years to see the long-term effects of the
technology.
Evaluation methods
Others in the wild studies [12, 13] have used interaction logs
to quantify user engagement with the technology, our data
about user engagement surfaced only from the interviews so
triangulating between the two sources would have given us a
clearer picture.
Technology
At this time our sensor nodes come without a battery attached
and need to be plugged to mains. This makes our IoT system
less autonomous, less ubiquitous, and more dependant to a
power source. Besides, we did not give an answer on how
to solve the eventual problem of deploying in a household
of bigger dimensions where we cannot cover all the rooms
with only one Raspberry Pi working as a base station; the
interaction design of the system would need to be adjusted for
this case and further tested in the wild.
Future work

Further iterations
We discovered usability problems in our design directly from
the in the wild study, these need to be addressed before we
could think of the possibility of a second study. Also, we have
already start thinking about how we can fix the visualisation
that was not very popular amongst our participants and that
fixes all the usability problems of the old one. If we plot the
sound data of seven days in a stacked form the data from one
week ago would not be obscured and the eventual patterns
arising in the data would be easier to identify; also, we can
take advantage of the similarities with the Yesterday View
graph, which was popular for participants (Figure 25).
Long-term effects
We focused on users making sense of their DIY noise for this
study, researching on which effects on noisy behaviours the
technology may have when in use for a considerable amount
of time looks like a good opportunity and contribution in HCI.
Other cultures
We tested our technology only in London. Although it is a
city well known for its diversity, it seems to us that taking our
technology to other cities where other policies regarding noise

and evaluating an IoT system in situ, capable of sensing audio
at home; we solved the problem by building a radio network
of microphone-and-microcontroller sensor nodes designed for
being installed and configured by non-experts in their own
homes. On the other hand, we envisioned and implemented
three data visualisations that leverage users to derive meaning
from the sound data generated by their personal activities. The
final prototype was completed with a set of tablet devices,
where users can interact with a web application that displays
the data visualisations and guides them through the setting up
of the system.

Figure 25. A variation of the Summary View without the usability problems found during the in-the-wild study

apply, or other cultures with a different approach to noise live,
could be a good opportunity to test its robustness.
Involve authorities
Those who make policies regarding noise could be included
as stakeholders in the project, that way we could take our
technology where the problem is more prominent and evaluate
its impact.
Battery expenditure
Directly extracted from the technical limitations, this future
work would involve diving into the libraries already available
for sleep/wake up SAMD21 microcontroller boards and making them work while still allowing for continuous sensing of
environmental audio.
Noise Identification
With our solution we require users to remember to which activities their noise data is linked. In the literature review we
covered other studies using audio recognition for IoT projects.
The possibility of analysing sound frequency and of identifying noise sources, thus alleviating some effort by the users, is
there and could be explored.
CONCLUSIONS

This project started from a novel premise, from a ground where
HCI has not completely developed roots yet. We saw an opportunity for technological intervention in domestic noise and in
exploring how it affects people daily. Following the iterative
design process described in this document, we progressed from
a user requirements elicitation stage into the development of a
functional high-fidelity prototype, combining IoT technology
and sound data visualisations. We took our IoT system into
the wild and deployed it in two flats in London for a one-week
study. Our evaluation based on qualitative data revealed users
effectively made sense of the noise they force onto others by:
identifying past events when looking at the noise generated by
these activities, forming an opinion of whether they are noisy
individuals or not by looking at the accumulated sound data,
and, in some cases, identifying patterns in noise occurrences
when the historic data was plotted for comparison.
We faced two main challenges during the development of the
project. On one hand, the technical challenge of designing

Our evaluation unearthed usability problems with the system,
derived both from the high-fidelity nature of the prototype and
from the situated nature of our technology. Evaluating these
technologies in the wild should be the norm, because, as noted
by Rogers et al. [43], the researcher has to make sense of
the data where different factors and interdependencies are at
play and might be causing the observed effect. Resulting from
this evaluation, we paved the way to tweak and improve the
technology further than our prototype reached to. Also, we
were witnesses of how people appropriate technology on their
own terms which give us a lot of hope to keep researching
DIY noise effects and in the value of the data we worked with.
Finally, we suggested different directions HCI researchers can
take from here. Technically, the prototype is not perfect and
it should be taken closer to the ”sweet spot”. Also, involving
other stakeholders, investigating how the technology behaves
in the long run and in other places, and diving deeper into
sound data. Lots of future work.
ACKNOLEDGEMENTS

Massive thanks: To my supervisor Enrico Costanza because
he knows what he’s doing all the time and, when you think
you are hitting a wall, he appears and simply opens the door
you were not able to see. To Diana Nowacka because she’s
shared her super intelligence with me for this project, and
she’s the best of the best at electronics, digital fabrication, and
everything really. To P1, P2, P3, P4, and P5 for understanding
with a smile that it was the system who was being put to the
test not them.
Gracias y <3: A mis padres, porque me han animado y consentido esta aventura que es el punto de inflexión en mi carrera
profesional. Son los mejores y los más guapos.
REFERENCES

1. The Decibel table (PDF). (????). http://www.philophony.
com/sensprop/archacoustics/pics/decibel_scale.pdf

(Accessed on 09/11/2017).
2. Table chart sound pressure levels SPL (PDF).
http://www.siue.edu/˜gengel/ece476WebStuff/SPL.pdf .

(????). (Accessed on 09/11/2017).
3. Jimmy Azar, Hassan Abou Saleh, and Mohamad Adnan
Al-Alaoui. 2007. Sound Visualization for the Hearing
Impaired. International Journal of Emerging
Technologies in Learning 2, 1 (2007).
4. Mara Balestrini, Tomas Diez, Paul Marshall, Alex
Gluhak, and Yvonne Rogers. 2015. IoT community

technologies: leaving users to their own devices or
orchestration of engagement? EAI Endorsed Transactions
on Internet of Things 1, 1 (2015).
5. Matthias Böhmer, Christian Lander, Sven Gehring,
Duncan P Brumby, and Antonio Krüger. 2014.
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