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ABSTRACT 

Tangible Autonomous Interfaces (TAIs), connected devices 
that approach a life-like level of engagement with users, 
point to the potential for remote communication of simple 
messages - in this project, the communication of discrete 
affective states. This project consists of two studies to 
explore the viability of this application with user-centred 
design gestures as mediated by a commercially available 
product – a Sphero [63]. Study 1 focuses on eliciting gestures 
to communicate emotion (anger, disgust, fear, interest, joy, 
sadness and surprise). Analysis of the gestures revealed 
consensus in the component features, which were used to 
design motion patterns for Sphero to execute. Study 2 
measured the communicative success of these patterns 
through the interpretation of these patterns. Results were 
mixed, with some patterns (sadness, anger, joy, interest) 
being more easily interpreted at a rate higher than chance. 
Opportunities for future research and design into intimate 
communication, the creation of a gestural taxonomy, and 
quantitative measurement are discussed.  
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1. INTRODUCTION 
The progress of technology has led to increasingly smaller, 
cheaper and more powerful computers, leading to the rise of 
connected, autonomous devices in our lives. This movement, 
dubbed the Internet of Things, points to a future where users 
are surrounded by technology in the form of small devices, 
enabling a greater level of seamlessness between the physical 
environment and cyberspace [25]. 
 
Consequently, it has become possible to design for greater 
engagement through actuation [15,52]. This has led to 
advances in interface design via tangible interfaces and in 
human-robot interaction via social robots [46].  
 
Tangible autonomous interfaces (TAIs) are a class of devices 
that sit in between tangible interfaces and social robots, with 
the key aspect of inviting the perception of life-like 
behaviour in a simple interface [44]. This perception is 
enabled by the autonomy of the device, leading to cases of 
people treating roaming devices like a Roomba as pets, even 
going so far as to attribute emotions to its movement.  
 
In this project, I am interested in the communication of 
emotion, as mediated through the technology of TAIs. 
Imagine receiving a call at home, with an actuated ball 
rolling around in a way that pre-empts you to the emotional 
state of the caller. As a user, you are projecting emotions onto 
the ball while understanding the affective information being 
communicated by this ‘affective ringtone’.  
 
The project consists of two studies that focus specifically 
determining if it is indeed possible to design movement to 
communicate emotions to a user. Both studies were 
conducted using a prototype based on a commercially 
available product - a Sphero [63] - allowing for efficient 
refinement and deployment of the research.  
 
Study 1 uses a user-centred elicitation methodology [61] to 
create a gestural vocabulary that corresponds to the emotions 
of anger, disgust, fear, interest, joy, sadness and surprise. 
 
As there was little consensus between participants, the 
gestures were broken down and analysed by their component 
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features first (e.g. speed). The gestures and analysis was then 
used as a basis for creating motion patterns for a Sphero to 
execute.  
 
Study 2 sets out to show these motion patterns to a fresh set 
of participants for interpretation, producing mixed results for 
the communication of emotion. Generally, remote 
communication of affect is possible but is far from perfect. 
Relatively simpler emotions to design - sadness and anger - 
tended to be more successfully communicated. The data, 
when combined with qualitative user comments, also pointed 
to a high degree of ambiguity between different gestures, 
particularly those that shared similar features. 
 
This project presents a first step in establishing the 
possibility of mediated communication of emotion through 
the movement of TAIs. It describes the decomposition of 
human gestures to their component features for translation to 
motion patterns for a low resolution TAI. The degree of 
communication success also points to further directions in 
research, including the role of ambiguity in the user 
experience, the development of a shared language through 
iterations of communication, and the usage of quantitative 
sensing to provide metrics for a gestural taxonomy. 
 
2. LITERATURE REVIEW 

2.1. Tangible Autonomous Interfaces 

Picture a Roomba, a disc shaped vacuum cleaner that 
autonomously roams the house, zooming past you to a corner 
of the room. Next, picture the same Roomba, making the 
same movement, but going about it in a leisurely, slow, pace. 
Saerbeck and Bartneck [54] found that participants perceived 
different emotions “felt” by the Roomba - a slow Roomba is 
moody, a fast Roomba is happy. Despite none of these 
emotions being designed into the robot’s behaviour, the 
participants projected moods onto the machines.  
 

Tangible Autonomous Interfaces (TAIs) are a class of 
physical devices that exhibit life-like and autonomous 
behaviour. In the research literature, they are situated 
between human-robot interaction (social robots) and tangible 
user interfaces, both areas of research that explore different 
forms of human engagement with tangible forms of 
technology.  

 
Figure 1. Examples of social robots (AIBO [64], versus 

tangible autonomous interfaces (Roomba [65]), versus tangible 
user interfaces (inFORM [31]). 

Compared to human-robot interaction, TAIs differ in the way 
they are framed: TAIs are not primarily made for social 
interaction with humans, and are framed as task oriented 
entities. This is particularly important presently as the 
technology available for human-robot interaction tends to 
fall short of expectations of life-like behaviour, leaving users 
disappointed and more likely to give negative evaluations 
[46]. For example, once an AIBO Robot fails to perceive 
people or sense touch, the user’s perception of the robot as 
an entity is broken, casting doubt onto the robots’ 
competence [48]. In contrast, TAIs are more transparent 
about their degree of machine intelligence, allowing users to 
be delighted or even surprised by the autonomy showed by 
the device while it accomplishes its primary task [44]. 
 

Compared to tangible user interfaces, TAIs offer the element 
of autonomy, the capacity to perform a task in the world 
independently without visible help. With autonomy, TAIs 
add a layer of complexity and ambiguity to user engagement, 
which can be used to create new experiences [44]. For 
example, when an innocuous table lamp waves ‘hello’. 
Autonomy creates a new dynamic on the relationship 
between the user and the device, which can be described in 
terms of the device’s appearance and behaviour [44] (figure 
2).  
 

 
Figure 2. Framework for understanding TAIs in terms of 

appearance and behavior [43]. 
 

Regarding appearance: the perception of life-like autonomy 
of a TAI is influenced by the degree to which it adheres to a 
bio-metaphor (i.e. how much is the device perceived to be a 
living being), and its capabilities in terms of sensory and 
output modalities [44]. 
 

Regarding behaviour: the perception of autonomy is 
influenced by the complexity of the TAIs input and output. 
The more complex the coding and behaviour of the TAI, the 
more life-like it will be perceived [44]. Additionally, 
ambiguity can have a positive effect on TAI perception; the 
need to interpret a TAIs actions prompts users to attribute 
personality to the system. That said, this requires some 
caution, as too much ambiguity can result in a system where 
a user cannot make sense of any of the system’s outputs [42]. 
 

Coming back to the Roomba, the overall effect is that users 
perceive the device as a “form of household companion with 
life-life properties” [56]. This effect is consistent across 
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TAIs, holding across actuated helium balloons [43], 
autonomous furniture [55], table lamps [21,46], and office 
plants [5]. The relationship between the computer system, 
the device, and the user grows closer as the TAIs become 
‘pets’ with a defined relationship to the user.  
 

TAIs, however, do not just have to be ‘pets’ that go about 
their own business. Research has also looked at user 
interaction with autonomous devices, so that device 
autonomy starts to approach its function. Two examples that 
illustrate this are Touchbugs [45] and Zooids [22].  
 

Touchbugs [45] are graspable actuated physical devices, 
about 40mm x 40mm in size, which can be used akin to 
multitouch surface input, like a mouse. Touchbugs are 
considered TAIs due to their autonomy, opening up the 
possibility of a Touchbug assisting a user in completing his 
goals – along with the user controlling a Touchbug, the 
device can also move on its own to guide the user’s actions. 
Similar to Touchbugs, Zooids takes the same analogy but 
shrinks the ‘bugs’ down to 26mm in diameter, so that they 
can move together to form specific shapes – a ‘swarm’ of 
devices as an interface [22]. As such, users react to the 
collective movement of the Zooids.  
 

TAIs are a promising way to enrich the user experience with 
technology. Primarily, the user experience benefits from 
increased engagement through the projection of life-like 
qualities onto the interface, changing the quality of 
interaction between user and machine to become more 
personal and humane. Further research into this work has 
also opened new forms of interaction between computer 
system and the user -- with the actuated interface creating 
system output, which the user can interact with in turn. For 
this project, I look further into one of these forms of 
interaction: remote communication as mediated by tangible 
autonomous interfaces.  

2.2. Remote Communication 

In the film adaptation of Harry Potter and the Chamber of 
Secrets, Ron Weasley receives a ‘howler’ from his mother 
after trashing the family car. The Howler manifests itself in 
the movie as an angry floating letter, which yells its message 
to Ron in his mother’s voice. The Howler is coloured red, 
moves in an erratic, jerky motion, and eventually tears itself 
apart. Viewed through the lens of Human-Computer 
Interaction, the howler can be argued to be a TAI for remote 
communication. It is perceived to be an autonomous entity 
while executing its function of mediating between two users 
– increasing engagement through the re-creation of life-like 
features.  
 

Research into TAIs for remote communication has focussed 
on the nonverbal aspect. The traditional viewpoint of data 
transmission in remote communication is usually via verbal 

utterances through a video, audio or textual link. For 
nonverbal communication, this takes a backseat to nonverbal 
information transmitted via actuation, typically via the use of 
paired devices like inTouch, proposed by Brave and Dahley 
[7]: a system consisting of two identical connected devices, 
each made up of three adjacent rollers. Changes to one will 
effect the same changes in the other, creating the illusion of 
users interacting with a shared physical object.  
 

Using the paradigm of paired devices, HCI research has 
looked into using TAIs to enhance relationships via 
telepresence, the perception of another person being in the 
same physical space. For instance, a smart lamp that lights 
up when one partner is present in a pre-specified room [49], 
or two drinking cups that reflect the water level and drinking 
status of its partner cup [12].  
 

This form of mediated communication can be extended 
further into the usage of haptics. Typically, these move into 
the realm of intimate communication, as a product of the 
personal level of communication afforded by haptics [13,14]. 
Patil and Fraser [49] created a prototype of smart rings - two 
connected rings that go round each user’s fingers (i.e. like 
wedding rings) - that users can use to send limited signals in 
the form of patterns of vibrations. Intimacy can also be 
enhanced by larger TAIs, such as huggable balls [3], 
anthropomorphised pillows [20,40], and smart picture 
frames [6] that transmit audio or visual information or 
physical sensations in the forms of squeezing, hugging, 
stroking or petting.  
 

Despite the focus on intimate communication between 
couples, one aspect missing from the research on mediated 
communication discussed so far is the investigation of the 
communication of discrete affective states. These studies, to 
some extent, touched on augmenting communication with 
emotion, notably suggesting the development of a personal 
language between couples to transmit discreet messages, 
including information on emotions [6,7,10]. However, none 
systematically explored individual emotions and how they 
could be transmitted through their devices.  
 

In this project, I investigate the creation of this affective 
language. In particular, my interest is in the creation of 
gestures that be used in expressing discrete emotional states 
through the medium of a TAI.  

2.3. Gesturing Emotion and Product Movement 

Typically, when we think of gestures, we think of limb 
movement - our hands waving away a thought; arms to invite 
guests into a house; fingers pointing to an item on a menu. 
These translations of emotions to movements often hold 
strong cues to the emotional state of a user [2], often driven 
by a kind of emotional metaphor [30].  
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Gestural motions that signify affective states are relevant to 
the design field of product movement, which specifically 
focuses on the physical motion of a device to deliver 
information. Previous research has suggested taking 
inspiration from theatre [29], movement experts [27] and 
even science fiction movies [17] to create gestures for input 
or output.   
 

For TAIs, the use of motion has great potential in doing the 
same. Mortensen et al. [39] found that simple product 
movements (in this case, a TV) are able to communicate 
status and preference to users, with some participants even 
going so far as to attribute a sequence of motions to the 
emotion of love. Exploring the idea from a linguistic 
perspective, Chao et al. [11] modified vending machines to 
display sequences of movement to express emotions, with 
different movements and semantics used depending on the 
context. Finally, Gerlinghaus et al. [21] used pre-designed 
gesture sets for an autonomous desk lamp to successfully 
communicate the emotions of fear, joy, sadness and surprise 
to online participants.  
 

Of relevance to this project, Löffler, Schmidt and Tscharn 
[33] conducted multimodal gestural research using a 
prototype consisting of a roaming robot that could emit 
colours and sound. Löffler et al. used pre-designed gestures 
to communicate four discrete emotions - anger, fear, joy and 
sadness - controlling for different modalities of emotion. 
They found that planar motion and colour together offered 
the best results, while different modalities were more 
effective for specific emotions - for example, sound was the 
most effective in communicating sadness. For this project, 
however, I am particularly focused on the modality of planar 
motion and its ability to mediate the communication of 
discrete affective states.  
 

The work discussed in this section utilised pre-designed 
gesture sets created by the authors of the papers, designers, 
or from external references, to great effect. However, 
research has also shown that user-defined gesture sets 
outperform pre-designed gesture sets in memorability, and 
ease of use [38,41,61]. As such, it is important to also 
conduct this research on user-defined gesture sets to improve 
validity, especially as the focus of the experiment is on 
communication between users.  
 

To summarise, the existing research reveals that there is 
potential to investigate if the communication of affective 
states can be successfully mediated through the planar 
movement of a TAI. To improve external validity, I propose 
using user-defined gesture sets to show this.  

2.4. Gesture Elicitation 

Successful gesture sets should allow for high interpretability 
– measurable through consensus during gesture elicitation, 

and accuracy during evaluation. For this project, I use 
Wobbrock et al.’s [61] methodology for eliciting gestures 
from participants to design movements for a TAI to mediate 
communication. This methodology is a form of user-centred 
design expressly designed to create and evaluate a gestural 
vocabulary that is highly interpretable. 
 

Wobbrock’s et al.’s [61] gesture elicitation explicitly asks 
users to create gestures to communicate individual system 
states, to be evaluated by separate set of users. In its basic 
form, it involves providing a referent for the participant to 
gesture, designing a vocabulary based on the most popular 
gestures, and then evaluating the gestures for accuracy. 
During elicitation, a participants verbalised their thoughts for 
the researcher to understand the user’s mental model (in this 
project, the emotional metaphor) when creating gestures. 
The gestures were analysed using a calculated agreement 
score as a way of measuring consensus between participants. 
Additionally, evaluation success was calculated through the 
accuracy of participants’ matching of the gesture with the 
appropriate referent.  
 

Gesture elicitation has been used in a wide range of studies 
in human-computer interaction, from multi-touch surfaces 
on a 2D plane [58,60], to mobile screens and physical 
prototypes [18,32,34,36], and to mid-air gestures 
[23,37,47,50,59,62]. Most of this work focuses on the usage 
of the gesture to control the state of a system, such as the 
movement of a robot or an in-game avatar. Relatively little 
gestural work has investigated mediated communication, nor 
in affective interaction.  
 

Following from this, Bailenson et al. [1] conducted gesture 
elicitation for a haptic device intended to simulate a 
handshake between two strangers - the referents used 
corresponded to the emotions - anger, disgust, fear, interest, 
joy, sadness and surprise. The study found that participants 
performed better than chance at recognising emotions as 
mediated by the haptic device. User defined gestures 
performed on low resolution devices are still effective at 
communicating discrete affective states. I intend to show that 
this form of communication can be replicated on a prototype 
that focuses on product movement via planar motion, as 
shown in Löffler et al’s [33] work.  
 
3. OVERVIEW OF STUDIES 
 
The objective of this project is to show that remote 
communication of emotion through the planar motion of a 
TAI is possible. To that end, this project will use a gesture 
elicitation paradigm to create highly interpretable gestures, 
to be conducted in two parts. Study 1 involves gesture 
elicitation and design of motion patterns for a Sphero, and 
study 2 involves interpretation of motion patterns.  
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3.1. Study 1 – Elicitation 

Using Wobbrock et al.’s [61] gesture elicitation 
methodology, I will elicit gestures from participants to 
communicate specific emotions. The gestures will be 
analysed based on the consensus between participants, 
frequency of gestures, and on the emotional metaphors 
generated during the elicitation process.  
 
From here, motion patterns for a TAI will be designed for 
use in study 2.  

3.2. Study 2 – Interpretation 

The motion patterns will be shown to a new set of 
participants, who will be tasked with interpreting each 
pattern as one of the seven emotions elicited from 
participants in study 1.  
 
The efficacy of the motion patterns will be evaluated by the 
accuracy of participants’ interpretations.  
 
4. PROTOTYPING AND CHALLENGES 
 

This project required the usage of a TAI capable of planar 
motion. For study 1 - elicitation, participants should be able 
to create gestures using the prototype. For study 2 - 
evaluation, the prototype should be able to execute these 
gestures autonomously.  
 
Prototyping was conducted over several iterations over the 
course of two months. To ensure reliability and internal and 
external validity, the final stage of prototyping involved the 
usage of a pilot study, conducted over one week with six 
participants.  

4.1. Using a commercial product as a prototype 

 
Figure 3. Picture of a Sphero 

I decided to use a pre-existing, commercially available 
device for the project. The Sphero [63] is a remote controlled 
toy in the shape of a ball with a diameter of 77mm (figure 3). 
The ball can be controlled and programmed from an app on 
a smartphone, or from a laptop, using a Bluetooth 

connection. As such, it is ideal for prototyping autonomous 
planar motion. 
 

The primary reasons for using a Sphero are its existing 
capabilities for remote movement, as well as its on-board 
sensors in the form of an accelerometer and a gyroscope.  
Additionally, programming actuation into the device is made 
simple with the usage of the Sphero Edu app - a free app 
provided by Sphero for the use of teaching children how to 
code.  
 
Additionally, the Sphero is no stranger to human-computer 
interaction research - previous work explored their usage as 
tangible system input for gaming [9,26], and museum 
exhibits [23]. For output, some versions of Sphero (i.e. the 
BB-8 edition) [51] already has pre-designed gestures to 
express emotions.  
 
To collect data from elicitation, Sphero Edu allows the user 
to download sensor data from the Sphero in a csv file, which 
includes data on location (x, y coordinates), orientation, 
gyroscope, accelerometer, velocity, and distance travelled.  
 

To execute motion patterns for interpretation, the app allows 
for users to code motion for the Sphero to execute. 
Importantly, users can create code in three ways: 1) through 
drawing on a touchscreen; 2) using block coding; and 3) line 
by line with Oval, a scripting language specifically for use 
with Sphero Edu.  
 

In the context of this project, this allows for a range of ways 
to record and program autonomous movement for the Sphero 
to execute.  
 

For continuation of this work, the Sphero is useful for future 
prototyping because it allows for advanced coding via a 
JavaScript API and a Bluetooth connection to a laptop [66]. 
Documentation for advanced programming can be found at 
sdk.sphero.com [67]. 

4.2. Elicitation - Delimiting input and output space 

On its own, the Sphero can theoretically roll to any location, 
but using the Sphero as a prototype required limiting 
physical input and output space. This is to maintain control 
over the experimental environment so that gestures are 
elicited and applied consistently; elicited gestures have to 
able to be executed by the Sphero and vice-versa.  
 

For the experiment, I wanted participants to be able to 
manipulate the Sphero consistently using one hand. 
However, there needed to be enough space available for the 
Sphero to execute meaningful movements.  
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Figure 4. Box used to limit input and output space of the 

Sphero. 

After several rounds of iteration of creating Sphero input and 
output, I settled on using a rectangular box of dimensions 
35cm by 23cm (figure 4). Further rounds of pilot testing with 
six participants indicated that the setup fulfilled both of the 
above requirements. 

4.3. Elicitation – Physical Limitations 

 
Figure 5. Cross-section of Sphero 

Sphero movement is accomplished by using motors to 
continuously change the position of its centre of gravity - 
which means that it is required to be unevenly weighted 
(figure 5). This is ideal for autonomous movement, but 
problematic for manual manipulation for elicitation - any 
attempt to roll a Sphero naturally will encounter resistance, 
causing the device to either roll backwards, or not roll at all 
by sliding across a surface.  
 

 
Figure 6. Sphero holder. 

This creates the issue of participants finding it difficult and 
awkward to manipulate a ball, resulting their frustration, a 
potentially confounding factor, as well as creating 
unreliability in gesture enactment. To solve this issue, I 
created a holder (figure 6) for the Sphero with 3D printing, 
allowing participants to control the Sphero by grabbing on to 
the top of the holder, applying downward pressure and 
moving the Sphero. During pilot testing, it was found that 
this mechanism was effective in prompting natural gestures 
from the participant. 

4.4. Recording and Coding Motion 

With the opportunities afforded by the usage of the Sphero 
as a prototype, I had made several attempts at recording and 
playback of Sphero movement for truly autonomous 
behaviour of the device. The aim was to allow a participant 
to act out a gesture and for the device to instantly replay it 
back.  

Using the Sphero SDK and the Bluetooth connection, sensor 
data was streamed directly to a laptop, which theoretically 
could be used to provide direct instructions for immediate 
replay of motion. Primarily, this can be accomplished using 
the roll command in the Sphero SDK, which needs the input 
variables of direction (in degrees), speed (in motor rotation 
– from 1-255), and time (in seconds). Figure 7 shows a 
sample of the sensor data and the corresponding code.  

 
Figure 7. Sensor data [left] vs Sphero code [right] 

For direction, the Sphero output was in degrees, for pitch, 
yaw and roll, for both orientation and movement direction. 
This was incompatible with the output needed for Sphero 
movement, which required one directional coordinate in 
degrees. The Sphero outputs location coordinates at a set 
interval of 100ms, which meant that the location coordinates 
could be used for programming direction across motion.  
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To do this, I used the changes in X and Y coordinates for 
every 100ms, together with trigonometry functions, to 
determine the appropriate angle for movement (figure 8). 

 
Figure 8. Calculating direction for Sphero movement. 

For speed – the challenge was in transforming the Sphero 
output (in cm/s) to motor speed (from 1-255).  

Initially, I experimented with creating a simple multiplier to 
convert the 2 values, programming the Sphero to move at 
five different motor speeds (50, 100, 150, 200, 250) over a 
set timing of 2s, and comparing the average recorded speed 
in cm/s. I had hoped that the comparison of the two values 
would yield a workable approximate multiplier.  

However, application of this multiplier was problematic as 
the acceleration and deceleration of the Sphero at the 
beginning and end of each movement created unpredictable 
movement. If the experiment was conducted in a large room, 
this could be averaged out, but for Sphero motion in the 
limited space of the rectangular box 35cm by 23cm, this 
proved to be very problematic. The implication was that 
Sphero movement needed to be modulated based on existing 
sensor data.  

The second attempt was to modify existing work on a 
proportional–integral–derivative controller for Sphero (by 
Teancum Besendorfer, sourced from GitHub [4]). The PID 
controller takes the location coordinates needed for a full 
movement and modulates Sphero controls to reach the 
required destination at the required time. Due to my 
inexperience with JavaScript, I could not find a way to make 
this work with a data stream (i.e. not a set location 
coordinate).  

 
Figure 9. Modified Sphero code that uses speed (getVelocity) as 

a variable.  

The third attempt involved taking a simpler tack by using the 
Sphero’s recorded speed as a variable in code. The idea was 
to simply subtract the recorded speed from the desired speed, 

so that the instructions to the Sphero are modulated by its 
existing momentum (figure 9). In practice, this also created 
mixed results. On further investigation into this issue, I 
discovered that the physical properties of the Sphero created 
issues in the recording of sensor data, as well as its 
movement.  

When moving autonomously, Sphero sensor data is 
relatively reliable as the base weight is controlled by the 
internal motors. However, when being manipulated 
manually, the base weight creates distortions in the recorded 
data, thus making measurements from gesture elicitation 
extremely noisy and problematic for in-the-moment usage 
(figure 10).  
 

 
Figure 10. Sphero input path [left] versus sensor-recorded 

path [right] 

 
This presented a major factor against quantitative 
measurement of Sphero elicitation using the on-board 
sensors. To counter this, I decided to use a Wizard of Oz 
approach by recording gestures using video. Subsequently, I 
would analyse the elicited gestures using videos and use that 
as a basis for manual coding of motion patterns in study 2.   

4.5. Sphero Demonstration 

Wobbrock et al. [61] specifies the need to show the 
participant all the possible moves an interface can make for 
gestures. However, the open ended nature of this particular 
TAI means that understanding and showing all possible 
gestures for the Sphero would be very challenging and would 
take up more time than the duration of the experiment itself.  
 
The pilot studies showed that creating set patterns for a 
Sphero before conducting elicitation had the effect of biasing 
participants towards one particular set of gestures - any 
lapses in attention in explaining the Sphero would create 
unpredictable biases. For example, an initial pilot test 
showing the Sphero moving about the perimeter of the box 
gave participants the impression of needing to utilise the 
entire area of the box to gesture.  
 

My alternative was to create a different program for the 
Sphero to demonstrate its capabilities as a TAI. In this 
program, the Sphero simply moves about randomly within 
the box. When giving the demonstration, I also explain the 
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concept of the TAI, and communication of emotions, while 
referring to the Sphero’s random movements as ‘created’ by 
myself, using the holder as detailed in the earlier section.  

4.6. Scenario 

The goal of the experiment was to elicit gestures to 
communicate affective states for interpretation. This 
necessitated the creation of an appropriate scenario for 
participants to enact.  
 
Initially, the experiment was to focus on just four emotions 
– anger, fear, joy and sadness – similar to Löffler et al.’s [32] 
work, with a specific scenario of university students 
communicating to their parents their feelings after particular 
emotionally charged events occurring during term. For 
example, for anger the participant needed to communicate 
an emotion in reaction to the event “Your project supervisor 
has not replied to any of your messages” 
 
However, in practice, it was found that the scenario created 
unwanted ambiguity, as the participants did not feel the 
target emotion accurately reflected their feelings on reading 
the scenario. Some participants felt that they would feel less 
angry and more fearful if their supervisor did not reply to 
their messages – creating a confounding factor in the 
experiment.  
 
Additionally, inter-study validity suffers - as the gestures 
elicited from participants will not be evaluated by their loved 
ones in study 2.  
 
Due to this, the scenario was then dramatically simplified - 
instead of a detailed scenario, participants are asked to 
communicate each emotion in such a way so that anyone 
would be able to understand the movements of the Sphero.  
 
This change in experimental design had two main impacts. 
With a dramatically simplified scenario, I could now create 
look at eliciting gestures for more emotions. Taking 
inspiration from Bailenson et al.’s work [1], I used the seven 
emotions of anger, disgust, fear, interest, joy, sadness and 
surprise. In addition, this opened the experiment to a wider 
range of participants who are not required to relate to 
remotely communicating with loved ones over long distance.  
 
5. STUDY 1 - GESTURE ELICITATION 

5.1. Overview 

The purpose of this study is to design gestures for 
communicating affective states through a Sphero. Gesture 
elicitation is a user-centred design methodology, where 
participants are given a referent (i.e. the emotion) and are 
instructed to gesture the emotion using the TAI (i.e. the 
Sphero).  
 

The goal is to obtain a working vocabulary of gestures for 
each of the seven emotions as identified by Bailenson et al. 
[1] - anger, disgust, fear, interest, sadness, and surprise. 
Using the measures of agreement and frequency, augmented 
by the verbalization of participants’ thoughts during the 
elicitation, motion patterns will be used in creating a gestural 
vocabulary for use in in study 2. 

5.2. Methodology 

Participants 

Seventeen participants (nine female) were recruited from the 
University College London Psychology participant pool, and 
from my personal network at a postgraduate accommodation 
(Goodenough College).  
 

Participants were aged from 21 years old to 61 years old, and 
came from a wide range of educational and cultural 
backgrounds.  
 
Participants were paid £5 for their time. 

Apparatus 

Physical Prototype  
The physical prototype used for the experiment consisted of 
the Sphero, the Sphero demonstration, a cardboard box for 
limiting movement, and a 3D printed holder to assist 
participants in making gestures.  
 
Recording 
Participants were recorded on video over the course of the 
experiment. 

Procedure 

After welcoming the participant, I explained the themes and 
objectives of the study - usage of gesture elicitation to show 
the communication of emotions through TAIs. This was 
accomplished with the help of the Sphero demonstration. I 
started the experiment after participants agreed to proceed 
with informed consent. 
 

Participants were then instructed to enact their own gestures 
for the Sphero to execute, so that another person would be 
able to interpret their emotions through the movement. 
Additionally, they were instructed to verbalise their thoughts 
during the elicitation period. Finally, I explained to 
participants that they were allowed to change their gestures 
at any time of the experiment, and were given unlimited time 
to create each gesture.  
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Figure 11. Experimental setup for study 1. 

After this explanation, I moved to the elicitation process. For 
each emotion, I read out the word for the participant to 
gesture. This was repeated for all seven emotions. Figure 11 
shows the setup for elicitation, with the participant sitting on 
a chair gesturing on a table.  
 

After eliciting all gestures, participants were debriefed on the 
rationale of the experiment and were given more details on 
how their gestures would be used in study 2. They were also 
given the opportunity to elaborate on any further thoughts 
they had on their experience.  
 

Each session took approximately half an hour to complete.  

5.3. Results 

17 participants proposed one gesture each for seven 
emotions. Within each emotion, all gestures were distinct 
from each other - resulting in the question of how to decide 
on a gesture based on agreement when all gestures are 
different.  
 

I decided to break each gesture down into individual 
components, coding each gesture with individual features, 
with the aim of defining each emotion with its most distinct 
features.  

Components/ Feature Extraction 

Below are detailed the definitions of the components and 
features identified in the movements of the Sphero. For the 
sake of simplicity, I have not listed all possible movements 
of the Sphero, but only the movements that were identified 
in the gestures.  
 

Area Covered 

 
Figure 12. Area covered. 

Area covered relates to the area of the board covered by the 
movement of the Sphero. The levels in this component are: 
Entire Board, Perimeter, Centre, Right [All], Left [All], Top-
right, Bottom [All], Top [All] and Bottom-left (figure 12). 
Note: this only covers the areas used by the participants 
during the elicitation, so that other levels, such as Bottom-
right, are not included.  
Path 

 
Figure 13. Path. 

Path refers to the style in which the Sphero moves about the 
board. There are only three levels here: Straight path, curved 
path and mixed (figure 13). Note: all instances of ‘mixed’ 
consist of a straight line followed by a curved path. 
Speed 

 
Figure 14. Speed. 

This refers to the overall speed of movement of the Sphero. 
If there are changes in speed of movement for the Sphero, I 
coded the speed of the Sphero at the end of the gesture, as 
this is cited by participants as what most defines the gesture 
(i.e. “the ball has to withdraw quickly in disgust at the end of 
the gesture”) (figure 14). 
 



10 

 

Complexity 

 
Figure 15. Complexity. 

Complexity is related to direction, but examines the number 
of movements made in each gesture. This can also be 
summarised as the number of instructions given to the 
Sphero in each gesture. There are just two levels for this 
component: one instruction, and multiple instructions (figure 
15). 
 
Direction 

 
Figure 16. Direction 

This refers to the degree of direction provided for each 
gesture. Sphero gestures can either be: Directed, or Aimless. 
(figure 16) 

5.4. Gesture Design 
Feature Agreement 
Using Wobbrock et al.’s gesture elicitation methodology 
[61], I calculated individual agreement scores for every 
component, for each emotion. Similarly, frequencies for each 
feature were calculated. Finally, a normalization analysis 
was conducted as a check - to highlight any features that were 
particularly distinctive for each emotion.  
 

Agreement is calculated as specified in Wobbrock et al.’s 
[61] paper, by calculating the frequency of each feature as a 
proportion of all possible symbols, and then summing the 
squares of this number for all features elicited. In the below 
formula, A refers to the agreement score, Pi refers to the 
number of identical proposed interaction for the referent, 
while Pt refers to the total number of proposed interactions 
 

 
 

For example, if 65% of the features generated consist of only 
straight paths (Pi straight), 29% consist of only curved paths (Pi 

curved), and 6% a mix of both (Pi mixed), then the agreement 
score will be - 65%^2 + 29%^2 + 6%^2 = 51%. 
 
Area Covered 

 
Figure 17. Incidence frequency (%) and agreement (%) for 

each feature - Area covered. 
The results (figure 17) indicate that gestures for anger, joy 
and surprise are most likely to take up entire board, while 
disgust and sadness stick to the bottom half of the board. 
 

There is some conflict for fear and interest, with low 
agreement scores. For fear, the conflict is between taking up 
the perimeter of the board, or sticking to the bottom half. For 
interest, the frequency data suggests going with the entire 
board.  
 
Path 

 
Figure 18. Incidence frequency (%) and agreement (%) for 

each feature - Path 

Anger, disgust, fear and surprise tend to follow straight 
paths, while interest, joy and sadness tend to follow curved 
paths (figure 18).  
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Speed 

 
Figure 19. Incidence frequency (%) and agreement (%) for 

each feature - Speed. 

Anger, joy and surprise are fast gestures. Interest is usually 
a medium speed, while sadness is overwhelmingly a slow 
gesture. Disgust and fear have the lowest agreement scores 
on speed (figure 19).  
 

Complexity 

 
Figure 20. Incidence frequency (%) and agreement (%) for 

each feature - Complexity. 

All gestures, except those for disgust and surprise, consist of 
one instruction (figure 20). 
Direction 

 
Figure 21. Incidence frequency (%) and agreement (%) for 

each feature - Direction. 

Agreement levels are generally high for direction, with all 
gestures except anger and joy showing directed movement 
(figure 21).  
Overall agreement 

 
Figure 22. Overall agreement (%). 

As an overall indicator, agreement levels averaged across all 
the gestural components (figure 22) revealed that anger, joy 
and sadness have a relatively higher level of consensus 
compared to disgust, fear, interest and surprise.   
Descriptors/ Emotional Metaphors 
 

Emotion Descriptors 
Anger Code Chaotic Jolts 

Frequency 11 6 
Disgust Code Withdrawal Uncertain 

Frequency 8 5 
Fear Code Escape Avoidance 

Frequency 7 5 
Interest Code Curious 

Frequency 12 
Joy Code Jumping/ dancing 

Frequency 10 
Sadness Code Depressed Wandering 

Frequency 17 8 
Surprise Code Shock Curiosity 

Frequency 16 9 

Table 1. Descriptors/ Emotional metaphors elicited. 

Thematic analysis of the participants’ verbalisation (table 2) 
uncovered key descriptors for each gesture, suggesting an 
emotional metaphor useful in gaining further understanding 
for more informed design. Note that due to a long tail of 
different descriptors, the table omits descriptors mentioned 
by fewer than five participants.  
 

Gesture strategy 
One interesting observation is the variety of approaches 
participants took to the creation of the gestures. This was 
split into two strategies: 
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1. an expressive strategy, where Sphero movement 
was made to correspond directly with how 
participants would physically or mentally gesture 
an emotion (i.e. with their hands or face), and  

2. a narrative strategy, where participants saw the 
Sphero as a proxy for themselves acting out an 
emotion in the world delimited by the board - in 
some cases using the collision of the Sphero against 
the sides of the board as a form of communication . 

 
Generally, this phenomenon was consistent within 
participants; the strategy remained the same for all emotions. 
The expressive strategy was used by eight participants, and 
the narrative strategy was used by seven participants. Just 
two participants mixed the two strategies, depending on the 
referent emotion. Qualitatively, from debrief and 
verbalization data, no differences were observed between 
cultural or educational background, age, or gender.   
 
Compiling features into motion patterns 
To create motion patterns to use in study 2, I went back to 
the elicited gestures to pick out the simplest distinct gesture 
that best fit the defining features for each emotion (table 2, 
see next page).  
 
Feature-wise, anger and sadness were straightforward. 
However, some conflicts between features were uncovered 
for disgust, fear, interest, joy and surprise.  
 

With this in mind, I consulted the descriptors for each of the 
emotions, as well as the individual elicited gestures.  
 
For disgust and joy, I found existing gestures that 
incorporated both the features in conflict, while executing a 
movement that is closer to the descriptions offered by the 
qualitative data. For disgust, withdrawal was shown with an 
approach vector, followed by a sudden change in direction 

and speed. For joy, jumping and dancing was shown with a 
fast, curved movement around the board.  
 
For fear and interest, I could not find any one gesture that 
could satisfy the required features, as well as the descriptors, 
without any conflict. As a result, I picked out two gestures 
for the two emotions. For fear, one gesture satisfied the 
feature for movement around the perimeter, and one satisfied 
the feature for movement along the bottom. Both gestures 
demonstrated the key behaviour of avoidance. For interest, 
one gesture satisfied the feature for a simple movement 
around the entire board, and one pattern satisfied the feature 
for complex movement along the top. Both gestures satisfied 
the emotional metaphor of curiosity, with the Sphero moving 
inwards for investigation (interest 1) and a Sphero doubling 
back for investigation.  
 
For surprise, I ran into two issues when designing an 
appropriate motion pattern. One is issue of the preferred 
features not lining up within one gesture, the other is gestures 
appearing too similar to those for another emotion.  
 
For simple gestures: none of these gestures, whether curved 
or straight, filled up the entire board. As this movement 
around the entire board had a high frequency amongst the 
participants, I could not forego the feature, thus leaving me 
with just the complex gestures.  
 
For complex gestures with straight paths: the issue is that 
elicited gestures look very similar to the gesture for anger, 
when turned into patterns, as they consisted of the Sphero 
zig-zagging in various ways across the board.  
 
As a result, I looked to the remaining gestures which were 
complex and followed mixed paths, which had the added 
benefit of being relatively distinct from other elicited 
gestures across all participants.  
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Area covered Type of movement Speed Direction Complexity 

Anger Entire Board Straight Fast Aimless Simple 

Disgust Bottom [All] Straight 
Fast 

/ 
Medium 

Directed Complex 

Fear 
Perimeter 

/ 
Bottom [All] 

Straight Slow Directed Simple 

Interest 
Entire Board 

/ 
Top [All] 

Curved Medium Directed 
Simple 

/ 
Complex 

Joy Entire Board Curved Fast 
Aimless 

/ 
Directed 

Simple 

Sadness Bottom [All] Curved Slow Directed Directed 

Surprise Entire Board 
Straight 

/ 
Curved 

Fast Directed 
Complex 

/ 
Simple 

Table 2. Defining features by frequency for each gesture. 
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The sketches for the designed motion patterns are shown in 
Figure 23.  

 
Figure 23. Designed gestures for study 2. 

 

5.5. Discussion 

Decomposing Gestures into Features and Emotional 
Metaphors 

The results suggest that when comparing individual gestures 
via the modality of planar motion, consensus among 
participants occurs at the level of features and in descriptions 
of gestures. In terms of designing interpretable gestures, this 
adds a layer of complexity to Wobbrock et al.’s original 
methodology [61]. 
 

Among the elicited gestures, the emotions of anger, sadness 
and joy, were relatively the most straightforward. In these 
cases, agreement was highest and there was little conflict 
between emotional metaphors. However, designing the 
remaining motion patterns required some degree of 
subjectivity. There was a need to balance having the right 
features fit the emotional metaphor, while also being a 
distinct gesture created by a participant.  
 

With that said, the need to decompose gestures into features 
in the context of communication is consistent with the 
literature on emotional expression. Laban notation of body 
language, for example, looks at body parts, originating 
movements, space used, shapes created, effort and energy 
put into movement, and relationship with the environment 
[2]. Within these categories, more levels and features can be 
identified.  
 

The Sphero, compared to a human body, has much lower 
bandwidth for the transmission of information. However, 
many of the gestural features extracted from the Sphero’s 

limited range of motion could have correlates with body 
language. For example, the space used in human gestures 
could have a link to the area of movement for Sphero motion 
patterns. Similarly, the energy put into human gestures can 
have similarities with the speed of Sphero patterns.  
 
With regards to elicitation - this has potential for further 
research with the addition of quantitative measurement. 
Currently, the experimental prototype of the Sphero is unable 
to reliably measure the quantitative properties of each 
gesture - e.g. changes in position, path, velocity, bounding 
boxes - due to the asymmetrical weighting.  
 

This can be compared or contrasted with existing research on 
kinematics and affect - including metrics for contraction 
index (vs Sphero path), silhouette motion images (vs 
distance travelled by the Sphero), velocity (vs Sphero 
movement speed) [8], upward movement (vs area of 
movement of the Sphero) [57]. In addition, quantitative 
measurement will allow for a more precise way of measuring 
distinctiveness between gestures.  
 

Future iterations of the prototype can look at other ways of 
measuring movement - either externally or with a dummy 
Sphero with the weight removed - to dig deeper into the 
quantitative properties of TAI gestures.  
 
Also worth investigation is the usage of gesture elicitation to 
communicate affective states from a dimensional 
perspective. As a starting point, this research has focused on 
discrete affective states. However, another perspective on 
emotions follows the idea of mapping affective states along 
two (or more) dimensions [53], such as valence and arousal. 
For example, an emotion like anger would have a low 
valence but high arousal. Dimensions of affect could be 
linked to quantitative measurements of gestural features.  
 
However, elicitation is just one part of the full process - users 
also have to interpret gestures as a part of the communication 
of emotion. The next part of the project focuses on the 
interpretation of the gestures designed in study 1.  

6. Study 2 - INTERPRETATION OF MOTION PATTERNS 

6.1. Overview 

After creating a workable gesture vocabulary from study 1, 
the next step involves evaluating the created motion patterns 
with a separate set of participants. The purpose is to verify if 
the user-designed patterns can indeed communicate affective 
states to others, and is accomplished by testing participants’ 
ability to interpret emotions from video recordings of Sphero 
movements. The communicative success of the motion 
patterns is measured by the accuracy rate of participants’ 
interpretations.  
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Following Bailenson et al.’s [1] analysis of gestures, I used 
the threshold based on the probability of randomly choosing 
the correct emotion out of the available choices. In this study, 
this equates to 1/7 = 14%. 

6.2. Methodology 

Participants 

Fifteen participants (eight female) were recruited from my 
personal network in a postgraduate student accommodation 
(Goodenough College), and from other students studying 
Human-Computer Interaction.  
 

Participants were aged from 20 to 38 years old, and came 
from a variety of cultural backgrounds. Of the non-HCI 
participants (nine in total), the remaining participants are 
students studying a wide range of different topics in London.  
 
In contrast to study 1, since all participants were recruited 
from my personal network, no incentive was provided. 
 

None of the participants had any prior knowledge or 
experience of study 1.  

Apparatus 

Questionnaire 
Participants were answered one questionnaire, each 
containing one set of questions for every gesture shown.  
 

Each question set consisted of one close ended question for 
the participant to choose which emotion was shown. 
Additionally, participants were prompted to indicate their 
confidence in their interpretation with a 5-point Likert scale. 
Finally, participants were allowed to include any additional 
thoughts in an optional open ended comment box.  
Videos 
 

 
Figure 24. Screenshot from video stimulus. 

Study 2 used video recordings of the Sphero executing each 
gesture. The videos were created after programming the 

Sphero to execute the gestures detailed in study 1. Sphero 
movements were programmed using the Sphero Edu app.  
 

In all, nine videos were presented to the participant, one for 
each of the gestures designed in study 1. The videos were 
shot from the same angle in which participants in study 1 
performed gestures; the perspective of someone sitting on a 
chair, gesturing to a TAI on the table [figure 24]. 
 

The order of presentation of the videos was randomized, and 
participants were not shown any of the videos beforehand.  
Procedure 
Participants were exposed to the same introduction as study 
1: after welcoming the participant, I explained the themes 
and objectives of the study - usage of gesture elicitation to 
show the communication of emotions through TAIs. This 
was accomplished with the help of the Sphero 
demonstration. I started the experiment after participants 
agreed to proceed with informed consent. 
 

After the introduction, participants were shown the nine 
videos and went on to complete the questionnaire. 
Participants were told that despite there being only seven 
possible emotions to choose from, a total of nine videos were 
shown - so that some emotions could and were repeated. 
They were encouraged to pick the emotion that they 
personally felt was being communicated, rather than to 
attempt to ‘guess’ the right emotion.  
 
At the end of the experiment, participants were debriefed on 
its rationale. They were also given the opportunity to 
elaborate on any further thoughts they had on their 
experience.  
 

Each session took approximately half an hour to complete.  

6.3. Results 

Accuracy Rate 

Motion 
Patterns Score 

Accuracy 
[%] 

Confidence 
[Mean] 

Anger 6 40% 3.00 
Disgust 1 7% 2.73 
Fear 2 13% 3.13 
Fear (2) 2 13% 3.07 
Interest 1 7% 2.53 
Interest (2) 4 27% 2.20 
Joy 4 27% 3.07 
Sadness 10 67% 3.33 
Surprise 2 13% 2.67 

Table 3. Accuracy and confidence levels for study 2.  
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The data from study 2 (table 3) show that for four out of the 
nine tested patterns, participants were able to successfully 
recognise the target emotion at a rate higher than chance 
(i.e, >14%). This is particularly true for anger and sadness, 
both of which had a high agreement score in study 1. Interest 
(1) and joy follow with lower accuracy, but still higher than 
chance. Finally, surprise, disgust and fear form the group 
where recognition is lower than chance.  
 

Confidence levels of were middling, at a mean of 2.86 and a 
variance of 1.2. A one-way ANOVA showed no significant 
effect of patterns on confidence - F(8, 126) = 1.411, p = 
0.198.  
 
Looking at the gestures that encountered conflict in study 1: 
one of the patterns for interest outperformed the alternative, 
and both patterns for fear garnered lower accuracy scores.  
 
For the following analysis on confusion between emotions, I 
will use the patterns for interest (2), with the higher accuracy 
score, and fear (1), with the slightly higher confidence level 
(as the accuracy score is identical for both alternatives) 

Ambiguity Between Emotions 

An interesting observation from the data comes from the 
misinterpretations of the motion patterns. These point to the 
possible ways in which ambiguity occurs in the evaluation of 
gestures. For the following table, I will use only the patterns 
for interest (2), with the higher accuracy score, and fear (1), 
with the slightly higher confidence level (as the accuracy 
score is identical for both alternatives) 
 
Referring to table 4 (see next page), we can gain a sense of 
the ambiguity between emotions for each gesture.  
  
Notably, disgust is overwhelmingly mistaken for surprise, 
while surprise is being mistaken for joy. Other observations 

point to confusion between fear and sadness, joy and anger, 
and interest and joy. 

Comments from Participants 

The movement space of the Sphero is something participants 
are conscious of. Three of the 15 participants mentioned that 
their interpretation of the Sphero’s movements includes 
taking into account whether the Sphero hits the side of the 
board - “I knew it was disgust because it did not hit the other 
side” (P7).  
 

Further supporting the quantitative data, three participants 
over seven cases also recorded feeling conflicted while 
interpreting patterns. These participants would recognise a 
pattern as being one of two possible emotions: For anger, 
one participant wrote “it seems excited but I can’t tell if it’s 
excitement or rage” (P3). 
 

Finally, an interesting contrast to study 1 is the viewpoint 
participants had towards the Sphero. For study 2, the 
majority of the participants saw the Sphero as a character 
with a narrative, responding or not responding in ways 
following an affective state - “This movement reminds me of 
an animal trapped in a zoo” (P13). Only one participant saw 
the Sphero’s movement as a visual expression - “The ball 
moves like how my arms and face move” (P14) - compared 
to half the participants who felt that way in study 1. Similar 
differences in viewpoints are suggested by comments 
relating to not knowing the ‘rules’ of the set of gestures - “I 
thought the earlier gesture was a slow movement, but it turns 
out to be faster than this one here, which I think is 
sadness….but now I want to go back and change the earlier 
gesture from sadness to something else” (P11). 
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 Interpretation 
   Joy Interest Surprise Anger Disgust Fear Sadness 
 Joy 4 1 2 6 2   

 Interest 3 4 4  2 2  

Emotion Surprise 8 3 2  1  1 
 Anger 3 2  6 2 2  

 Disgust 1  7 2 1 1 3 
 Fear  2  2 1 2 8 

Table 4. Confusion matrix for emotions and their interpretations by participants.
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6.4. DISCUSSION 
The results from study 2 suggest that it is possible to 
communicate emotions mediated through planar motion by a 
TAI. However, this is only possible for some emotions. All 
of the motion patterns suffered from confusion via ambiguity 
in the recognition of emotions to some degree.  

Consensus and Ambiguity 

The two patterns with the highest accuracy score and the 
lowest amount of ambiguity were sadness and anger. In 
study 1, these two emotions also consistently had the highest 
level of agreement. This is consistent with most gesture 
elicitation work, where participant-rated ease in creating 
gestures is correlated with the accuracy of recognizing 
gestures [1,60,61].  
 
However, evidence for this in planar motion is limited only 
to sadness and anger, suggesting that communication will 
necessitate a certain level of ambiguity.  
 
Participants were often unconfident of the emotions being 
communicated, cited being torn between choosing two 
emotions, or consistently chose one (incorrect) emotion 
another. For example joy had a high level of agreement in 
study 1, but did not have a correspondingly high accuracy 
rate in study 2.  
 
Again, this finding is not surprising: previous work indicates 
that mediated communication is lower in accuracy than non-
mediated communication [1]. Similarly, other work on TAIs 
and intimate relationships, whether communication is via 
motion [21,33,46], haptics [7,14,20,40], sound [1] or light 
[49], point to the loss of affective information attributable to 
the lower bandwidth of communication. 

Feature Similarities and Ambiguity 

Looking at the features and emotional metaphors driving 
elicitation provides some clues underlying ambiguity 
between emotions. Some patterns, like sadness and anger, 
were very distinct from each other. Others, like joy and 
anger, and disgust and surprise, are less easily 
distinguishable from each other.   
 
Sadness was distinguished by a slow speed, little distance 
travelled, and a curved path; a depressed low-energy entity. 
Anger had chaotic, straight movements that do not have an 
end; a Sphero whom has lost control.  In terms of 
descriptions and emotional metaphors, both referents are on 
the opposite ends of the spectrum.  
 
For joy, the confusion amongst participants comes from 
ambiguity with anger. The features and metaphors that make 
up joy and anger show a high degree of similarity. Both are 
high energy, high speed patterns, with no limit to the amount 
of movement. The key difference between the two was the 

presence of a curved path for joy, which was not present for 
anger. With just one feature to distinguish the two patterns, 
we find a large number of participants mistaking joy as 
anger. 
 
Moving to an example without a high level of agreement; 
many participants saw disgust and thought it referred to 
surprise. The patterns for both emotions involved multiple 
parts, with the Sphero moving in one direction, and then 
making an abrupt change. However, disgust incorporated a 
change of direction and speed between the two parts; where 
surprise only incorporated a change in path - so that this 
change is relatively more dramatic in the gesture for disgust. 
As the emotional model for surprise requires this abrupt 
change (via the descriptor of ‘shock’), it is possible that 
participants chose the most visible manifestation of that 
feature in study 2.   
 

The above two examples show how similarities in the 
features between patterns can generate ambiguity and 
confusion. One implication here is that the differences 
between gestures were not noticed, or were not mutually 
agreed upon by the communicator (the participants in study 
1) and the recipient (the participants in study 2). This is 
supported by comments from study 2, where participants 
attributed their errors to not explicitly knowing the 
communicator’s rules for each feature.  
 
7. GENERAL DISCUSSION 
This project set out to show that remote communication of 
affective states could be accomplished through TAIs. The 
project aimed to show communication using a pre-existing 
prototype - a Sphero – with user-centred methodology to 
elicit gestures to be used as a basis for a gestural vocabulary. 
If remote communication of affective states is possible, then 
the gestural vocabulary should be easily understood by a 
separate set of participants in recognizing and interpreting 
the emotions from the designed movements of the Sphero.  
 

Study 1 showed that a gestural vocabulary with a Sphero has 
to take reference from the features of all the elicited gestures. 
Since the project looked at creating a more complicated form 
of gesture, there was little agreement on individual gestures, 
but more agreement on the different component features of 
each of the gestures. Participant consensus on the features of 
the elicited gestures were used to create stimuli for 
participants to evaluate in the subsequent evaluation stage.  
 

Study 2, however, showed mixed results for communication 
success. For the majority of the time, participants were 
confused by the motion patterns, often confusing one 
emotion for another. However, there was evidence that the 
motion patterns resulted in communication, as seen by the 
higher accuracy rate for sadness, anger, joy and interest, and 
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the link between agreement and accuracy for sadness and 
anger.  

Design Implications 

Motion is an important aspect of the appeal of TAIs. As 
demonstrated in previous research, the movement of a TAI 
imparts a sense of being ‘alive’ to what is essentially a 
machine – contributing to the perceived complexity and bio-
morphism of the TAI [44]. The expression of emotions has 
been one angle to this, manifested in the attribution of life-
like emotions to different TAIs as they go about their tasks.  
 

This research then asked the question: if emotion can be 
perceived in TAIs, can they also be used as a form of remote 
communication between users? I set out to answer the 
question by starting with the more specific question of 
whether a universal gestural vocabulary can be designed in 
conjunction with a TAI. One possibility is that 
communication mediated through a TAI by planar motion 
alone is a complex undertaking, more akin to language 
production and comprehension than in simple gesture 
recognition, echoing previous work in communication with 
TAIs [6,7,10]  
 

Taking this into consideration, this opens the opportunity for 
TAIs to actively enhance its role in users’ lives. Previous 
research has also suggested that the creation of a personal 
language in the usage of TAIs has the effect of increasing 
intimacy, as a side-effect of ambiguity [28]. Design can lean 
into this inherent ambiguity - which benefits both TAI 
perception and its application to intimate relationships - by 
focusing on making pleasurable the iteration between 
interlocutors, and across different forms of TAIs, as users 
learn to interpret and recognise ambiguous signs 
communicated by machines.  

Intimate Relationships 

In the context of two people communicating, particularly for 
intimate relationships, this means that the context and past 
communication history starts to play a part in the user 
experience [16,19]; helping interlocutors with a shared 
history to interpret messages with multiple meanings clearly. 
As such, this has the additional effect of making messages 
feel personal and intimate.  
 

With intimate relationships, couples begin to develop a 
shared language over time, which culminates in the creation 
of intimacy in communication mediated by the perception of 
discrete effort put into the creation of a message [28]. To 
some extent, this has been explored in previous research for 
communication, such as inTouch [7],ComTouch [10], Tap 
Tap [6] and Smart Rings [49] - paired devices with limited 
communicative abilities.  
 

This research further extends this notion by expanding the 
communication space to a two-dimensional delimited board, 
with a tangible subject (i.e. the Sphero) acting as interface – 
moving from discreet actuation to personalised messages.  
 

Further research into the use of TAIs for remote 
communication of affect can move further into a syntax and 
taxonomy of affective communication, either as how 
gestures can be strung together in the wild [24], or as 
complementing more conventional forms of communication 
[35].  

Emotional Expression - Creating a Taxonomy for Product 
Movement for TAIs 

Currently, TAIs are perceived to have emotion, but this 
perception is not necessarily designed into the device. The 
possibility of communicating emotions through product 
movement also extends to the possibility of expressing 
emotions through product movement. Such expression is 
necessarily of a lower resolution than as seen in social robots, 
but has potential to be more effective as a direct result of 
lower expectations [48]. TAI functionality can incorporate 
emotional expression as a way of influencing user behaviour.  
 

The results of this project represent a first step towards this, 
and is most applicable to TAIs that are similar to the Sphero 
prototype - i.e. that move around in a delimited 2D space. 
For example, autonomous furniture [55] can be programmed 
to express a variety of emotions by moving around in a room 
- such as joy upon the return of a home resident, or sadness 
when it has been used less than normal. Similarly, Roombas 
can lean further into becoming autonomous entities within a 
household by becoming more emotionally expressive, 
creating a more engaging aesthetic to its function of cleaning 
the home; a sluggish, depressed Roomba could signal the 
need for recharging, in contrast to a fully charged, energetic 
Roomba [42]. 
 

As we move further away from the planar movement of a 
device, application of the findings of this project become 
more abstract. Applying gestures to a TAI like an 
autonomous table lamp requires taking into account that a 
smart lamp’s range of movement is closer to an arm, rather 
than the movement of an entity in a 2D space - meaning that 
features such as area of movement may be more challenging 
for users to perceive without prior knowledge of the spatial 
limitations and environment of the lamp. However, other 
features such complexity and speed of movement could be 
more applicable, particularly with greater quantitative 
analysis of sensor data.  
7. LIMITATIONS AND FUTURE WORK 
 

The work here represents an early step in understanding the 
design space for TAIs. In particular, the use of TAIs - 
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traditionally seen as less lower fidelity versions of social 
robots - as mediums for communication and expression and 
emotion.  
 

While there is evidence of remote communication of 
emotions being possible, the syntax and mechanisms of 
gestural metaphors, and their accompanying features, need 
to be explored further.  
 

Further refinement of the design prototype can be done to 
ensure higher quality sensor data - thus providing a more 
definitive way to link human behaviour with the 
requirements for emotional appraisal, gesture reproduction 
and coding within a machine. This would be particularly 
useful for emotional measurement using TAIs, and can be 
used as a way to bridge understanding between discrete and 
dimensional viewpoints on affect in the context of TAIs.  
 

Qualitative work can also look into further exploring the 
design implications of ambiguity – what exactly is too much 
ambiguity? In the same vein, future work can also look into 
the links between ambiguity and the development of a 
personal language between users -- the grounding of 
particular concepts, limitations and strategies in 
communicating through a TAI.  
 
8. CONCLUSION 
 

This project showcases how planar motion of a TAI can be 
used to communicate discrete affective states. For some 
emotions, particularly sadness and anger, participant led 
motion patterns were both simpler to create and were more 
easily understood by evaluators. Other emotions fall prey to 
ambiguity and confusion, resulting in lower accuracy rates 
among evaluators. However, the results strongly highlight 
the importance of understanding the common features 
underlying emotional gestures in relation to motion patterns 
executed by machine, and the applications of ambiguity in 
designing consumer items, whether they be for wider 
engagement as an expressive tool, or for more intimate usage 
between people as a communicative tool.  
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