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ABSTRACT
As autonomous systems are becoming more prevalent, it is
essential that the users’ willingness to delegate agency to
them is calibrated to match the system’s abilities, as well
as the application context. The current study investigates
the influence of three factors on such willingness: The
availability of XAI, the moral significance of the application
context, and the users’ personality traits; in particular their
dispositional trust and locus of control. In an online study,
participants monitored an autonomous system that classified
satellite images in two scenarios, differing in their moral
significance. The participants could choose the amount of
agency they delegated to the system and received a reward
for fast, correct task completion. Half of the participants
could review XAI as additional explanation of the system’s
decisions. The results demonstrated the benefit of the system’s
confidence information for a first assessment that guides the
user’s attention. Furthermore, the mere availability of XAI
did not imply that the users actually reviewed it, revealing
two opposing effects: If participants did review the XAI, they
delegated more agency to the system, whilst participants that
did not review it delegated less agency. This pattern implies
that XAI enhances the reliance on autonomous systems only
if the user considers it worth reviewing. Furthermore, both
dispositional measures influenced the users’ interactions with
the system, whilst the moral significance of the application
context showed no effect. These findings hold substantial
implications regarding the guidelines for the interface design
of autonomous systems.

Short version omitting dispositions: It is essential that the
agency that users delegate to autonomous systems matches
the system’s abilities and the application context. This study
investigates the effects of the availability of XAI and the moral
significance of the application on such delegation. Participants
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monitored an autonomous system that classified satellite
images in two scenarios, differing in moral significance. The
participants could choose the amount of agency they delegated
to the system and access XAI. The results demonstrated
the benefit of the system’s confidence information for a
first assessment, guiding the user’s attention. Furthermore,
the mere availability of XAI did not imply its reviewing,
revealing two opposing effects: Participants that reviewed XAI
delegated more agency to the system, whilst participants that
did not review delegated less. Consequently, XAI enhances the
reliance on autonomous systems only if the user considers it
worth reviewing. These findings hold substantial implications
for the design of autonomous systems.
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1. INTRODUCTION
How to determine, whether one is willing to delegate agency
to another agent – especially when this agent is not human,
but an intelligent software? Intelligent agents are software
entities that carry out a set of operations on behalf of a user
with some degree of independence or autonomy, often in
repetitive tasks [78]. The subcategory autonomous agents
is able to act entirely independently, so constant monitoring of
the agent is not strictly necessary [77]. However, intelligent
systems are probability-based, so their application inherits
a certain likelihood for inaccuracy. Additionally, their
underlying processes are highly complex and generally not
fully understood by the user. Therefore, a certain degree of
trust towards such a system is a necessary precondition for
its application - which can be highly beneficial, even if the
system does not operate with 100% accuracy.
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Aitken et al. [4] defined trust in an autonomous system as the
willingness of the user to depend on the system, other authors
name trust as a precondition for the latter (e.g. [52], [39]). The
current study focuses on such reliance, so research that refers
to the term "trust" in this context is included. A high level of
reliance can boost performance through cooperation [37, 15],
reduce the workload of the user [66], and prevent the user from
entirely neglecting the use of the system [52]. However, it also
increases the perceived ability of the system and thus leads to
overreliance [39], resulting in decreased monitoring and the
failure to detect errors (e.g. [80, 13, 11]). An overestimation
of a system’s abilities is generally associated with negative
outcomes for the user [34, 5]. Therefore, it is crucial to
calibrate the users’ reliance, so it reflects the ability of the
system.

Calibration of the Users’ Reliance
Before this is possible, the features that influence the users’
willingness to rely on an autonomous system have to be fully
understood. Hoff and Bashir [28] suggest that the trust a user
puts in a system depends on three components: Learning,
situation, and disposition (trust is defined as playing the
"leading role in determining the willingness of humans to
rely on automated systems", [28]). For the interaction with
an autonomous system, the learning component is realised
(1) through past experiences with autonomous systems and
(2) the experiences the user gathers with the current system,
together with the mental model he derives from it. A mental
model is the internal representation and understanding that a
user generates of a system and its functionality [50]. More
accurate mental models lead to better user experience and
system usage (e.g. [35]). The situation aspect of trust relates
to the application context with its perceived risks and costs
of error. Lastly, the disposition component describes the
personality of the user [28]. There is a growing research area
around the learning aspect in terms of enhancing the users’
understanding of the system. This area - called Explainable
AI - investigates various forms of explanations that aim to
generate a more accurate mental model. However, the two
other components have been far less researched.

Current Study
The current study aims to identify which specific features
affect the users’ willingness to rely on an autonomous system.
This contributes to the goal of carefully calibrating this
willingness to match the abilities of the system. The present
research focuses on the influence of (1) the availability
of explainable AI (learning component), (2) the moral
significance of the application context (situational component),
as well as (3) two dispositional components, more precisely
the user’s general belief whether an outcome is dependent on
own actions, the locus of control, and his general tendency
to trust. They are investigated regarding their effect on
the amount of agency the users choose to delegate to the
system. Additionally, their influence on the user’s desire
to understand the system by reviewing explainable AI is
examined. In an online study, participants were asked to
monitor an autonomous system that classified satellite images
in two different hypothetical application contexts, differing in

their moral significance. They could adjust the system’s degree
of autonomy and - depending on the condition - review two
different explanations of the system’s decision. A financial
reward is tied to the number of correctly classified images
in a given time frame, nominating the cooperation with the
system as appealing. A questionnaire at the end assessed the
two personality measures, as well as qualitative data regarding
the perceived usefulness of different features of the system.

The following sections elaborate research relevant to this
investigation, stemming from the areas of Psychology,
Human-Computer Interaction, Engineering, and Computer
Science. After focusing on the system transparency as part
of the learning component of trust, findings regarding the
situational influence, as well as the dispositional components,
are examined. Finally, the experimental approach borrowed
from Behavioural Economics is introduced.

2. LITERATURE REVIEW

Increasing the Transparency
As mentioned by Aitken et al. [4], the autonomous system
itself possesses features that can increase the user’s willingness
to rely on it. The majority of these features increases the
transparency of the system and its operation, so the user is able
to generate a more detailed and accurate mental model. This
knowledgebase empowers users to make informed decisions
about the level of agency they wish to assign to the system
[72]. The research area Explainable AI (XAI) focuses on the
ideal degree and communication channel of such transparency.
Introducing the entire research field would go beyond the
scope of this study, but an excellent evaluative overview was
published by Wang et al. [75], Lipton [45], or Guidotti
et al. [26]. The majority of approaches in XAI aim to
open the black box of the processes underlying the decisions
of autonomous systems, e.g. via written explanations [44],
through scenarios with descriptions of the system’s reactions
[9], or via an interactive proximity visualisation of networks
[51]. These approaches achieve an improved perception of
the system, a better understanding, or more accurate mental
models (e.g. [35, 9, 51], but they demand the investment
of time and cognitive effort from the user. However, Lim
et al. [44] found evidence for the necessity of quick and
straightforward explanations, paired with easy access to more
in-depth explanations. Regarding the increasingly complex
systems, this is even more essential since detailed explanations
to laypersons or even experts are becoming very impractical,
if not impossible. However, the completeness of explanations
seems to be a crucial factor in the users’ wish to invest
cognitive resources [35].

Confidence Information Level
Therefore, it is valuable to examine an alternative, more
straightforward mode of explanation that can be used for a
first, quick assessment. Verame et al. [74] used the concept of
the confidence information level (CIL), which is the certainty
of the system regarding the accuracy of its decision. The CIL
can be understood as an evaluation of the system’s ability to
perform the current task, communicating competencies and
limitations. In a study by Verame et al. [74], users were more
inclined to adopt an autonomous system, when it displayed its
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CIL than when this was not the case. Furthermore, the users
included the CIL in their judgements on whether to follow the
system’s recommendations blindly (versus reviewing them),
and a general preference for tasks with a high CIL was assessed
[74]. Therefore, displaying the CIL seems a promising
approach in increasing the system’s transparency for the user.
Whilst it does not try to disentangle the complex processes
underlying the system as XAI aims to achieve, it still informs
about the risk that underlies in relying on the system: If the
CIL is very high, the likelihood of error is vanishingly small,
whilst a lower CI level informs about a higher level of risk.
This knowledge, combined with the cost of errors implied
by the application context, allows the users to adjust their
reliance in the system. Another benefit is the practicality of
the CIL. It is a fast computable metric that can be calculated
prior to a final decision or action without any extra effort [36].
Therefore, it has the ability to warn the user when the system is
applied in an inappropriate context, leading to a more accurate
allocation of attention [11]. This supports the conclusion of
Wang et al. [75] that system certainty should be displayed
to counteract the erroneous perception that the system has a
higher-than-expected accuracy. The latter is assured by the
finding of Yin and et al. [81] that the CIL enables users
to adjust their previously biased trust in a machine learning
model towards its actual performance. Additionally, frequent
exposure to the CILs of a system should improve the users’
awareness about its performance in different scenarios – which
leads to more accurate user decisions than the understanding
of the system’s underlying processes [8]. To further investigate
this promising approach, the current study displays the CIL as
a baseline explanation. This form can be extended with XAI
upon request, following the progressive disclosure method
proposed by Springer and Whittaker [69]. They proposed
to start with simplified, global feedback (here the CIL) that
hides details about system errors, with more in-depth, local
explanations available upon request. The benefit of such
progressive disclosure is the reduction of cognitive and visual
load on the user. As the XAI holds further information about
the reason for a decision, it should be requested more often in
tasks with higher uncertainty; i.e. a lower CIL. The current
study chose nearest neighbours and saliency maps as XAI
forms, which will be elaborated in the following.

XAI: Saliency Maps
Saliency maps belong to the XAI sub-group of
feature-attribution [45], where the relevance of each
input feature is calculated as a score. For saliency maps, every
pixel is an input feature, resulting in a score for each pixel of
the image. This score is communicated by the shading of the
pixel in a replication of the image, where a more intense red
signals a higher relevance than more white shades. Therefore,
local interpretability technique signals which pixels were
the most relevant for the system’s decision, supporting the
detection of an inappropriate recognition, as well as providing
an understanding of the underlying operation processes [38].
In a first evaluative user study, Alqaraawi et al. [7] found
that it increases the participants’ performance in predicting
the classifications of an image recognition system. The
current study chose saliency maps since they provide a

local explanation technique as requested by the progressive
disclosure method [69]. Furthermore, they are becoming
increasingly popular (e.g. for computer vision problems [57]),
despite a lack of extensive evaluative studies. To address this
gap, the current study investigates whether users actively
choose to include this XAI form in the calibration of their
reliance on the system.

XAI: Nearest Neighbours
The nearest neighbours method refers to the display of the
previously classified images which received the most similar
score to the current image (i.e. the system classified them
as highly similar). Such explanations aim to increase the
understanding of the reasons why particular objects are
considered similar or different, via inductive or analogical
reasoning [75]. Thus, users can derive potential causes for
the system’s recommendations. Additionally, users are able to
see past system decisions; an approach that was successfully
used in other XAI forms, such as displaying of scenarios with
the associated system reaction [9]. The findings of Cai et al.
[19] suggest that the nearest neighbours method can improve
the transparency of a system, allowing the users to actively
apply their own heuristics to the reasoning of the system. This
XAI approach was chosen for the current experiment since it
is highly suitable for image classification with large datasets
[19]. The four nearest neighbours of the task image were
displayed, together with their associated system decision and
the corresponding CIL.

Availability of XAI
However, after reviewing some of the possibilities to increase
the transparency of autonomous systems, the question remains
open, whether users actually use these to calibrate their trust
towards a system. Does the availability of XAI imply that
it is reviewed? The attention allocation model of Blackwell
postulates that this is only the case when users consider this
as helpful in the achievement of their goals [6]. In the current
study, participants have to actively choose to review one of
the XAI forms (saliency maps or nearest neighbours), so their
motivation to invest the cognitive effort and time is assessed.
This measure is put in relation to the moral significance of
the application context, as well as the participants’ disposition.
Furthermore, the present study investigates, whether the
availability of XAI can be harmful. It is conceivable that
such availability leads to overreliance, as explanations might
be associated with logical, accurate operation. A study testing
a clinical decision support system affirms this assumption,
as the results revealed that richer explanations of the factors
underlying the system’s decision led to overreliance regarding
its accuracy [17]. In line with such overreliance bias, Lai and
Tan [37] found that even displaying random saliency maps led
to increased reliance on machine learning predictions. This
would imply that XAI would increase the user’s willingness
to delegate agency - no matter whether it is communicating an
accurate or inaccurate system performance. The latter assumes
that users do not invest the time to review the explanation in
detail, otherwise dysfunctional explanations should have an
opposite effect: Since they point out errors in the processes
underlying the system, the willingness to rely on it should be
decreased. Thus, the current study investigates, whether the
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availability of XAI increases the delegation of agency to the
system.

Situational Influence
The application contexts of autonomous systems differ in
their risks and consequences of errors. Therefore, it is
essential to know whether users consider these affordances
of the current context in their judgment of the system; for
instance, the potential to harm human beings. This holds
substantial implications for AI governance and guidelines for
autonomous systems since it sheds light on the question, how
much regulation is necessary, compared to how much users
are able to regulate their delegation of agency themselves. A
study by Perkins et al. [53] found that users possess this ability
to a certain extent: Participants followed the recommendations
of a GPS system less in high-risk situations, manifested by
uncommon hazards like burning buildings, riot outbreaks, or
drive-by shootings. However, the subjective trust ratings were
higher in the high-risk condition. Satterfield et al. [66] found
a related result: The behavioural trust decreased in a situation
where a higher financial reward was at stake, but the subjective
trust report remained stable. This pattern suggests that users
are not aware of their behavioural trust level, implying that
subjective measures are inappropriate for its assessment.

Furthermore, traditional psychological research suggests that
situations of higher uncertainty and risk lead to an enhanced
information need and a more careful review of it (e.g. [14, 10]).
This would imply an increased wish to understand the system
in (1) application contexts with more severe consequences
of errors, as well as (2) tasks with higher uncertainty, thus
leading to an enhanced review of XAI. So far, this question
was not addressed by research. To close this gap, the current
study utilises two different scenarios as application contexts.
They vary in their moral significance (i.e. the potential to harm
other human beings), so it can be investigated whether this
impacts the users’ willingness to rely on the system, as well
as their desire to review XAI.

Dispositional Influence
Hitherto, the research to interactions with autonomous systems
did not address the influence of the users’ personality in full
extent. In a recent study, Ferronato and Bashir [24] found
a weak correlation between subjective trust in autonomous
systems and cultural values (horizontal values (R² = .05),
collectivism (R² = .02), individualism (R² = .03), vertical
values (R² = .02), as well as the personality traits of the Big-5.
In the latter, individuals that scored high in agreeableness
(R² = .03), consciousness (R² = .02), and openness to new
experiences (R² = .05) indicated higher subjective trust
towards autonomous systems than individuals scoring high
in extraversion (R² = .01). However, regarding the lack of
unanimity between subjective and behavioural trust measures
mentioned above, it seems crucial to investigate dispositional
influences on trust (or reliance) in an experimental setting.
Additionally, the revealed correlations are relatively weak, so
it seems promising to scrutinise dispositions that might exert
a stronger influence. Therefore, the current study focuses on
two other concepts and their influence on the willingness to
delegate agency: The disposition to trust and the individual’s

locus of control. Concurrently, their impact on the user’s wish
to review explanations prior to the delegation of agency is
examined.

Dispositional Trust
The dispositional trust (DT) describes the extent to which
an individual expects that the dependency on another agent
generally leads to positive outcomes, implying the belief
that the majority of agents has benevolent intentions [63].
Naturally, this disposition influences the level of trust an
individual expresses at the first encounter with another agent
[63]. Since a higher level of trust is associated with the
willingness to depend on [73, 43] and reduced control [12,
25], it is likely to assume that varying levels of DT induce
different behaviour towards an autonomous agent. Therefore,
the current study suggests that this difference in the propensity
to trust human agents will influence the propensity to (blindly)
delegate agency to autonomous agents.

Locus of Control
The concept of the locus of control (LoC) is one of the
best-researched constructs in traditional psychology (e.g.
[41, 65, 54, 40]). An individual’s LoC is defined as ones
"believe that outcomes are generally contingent upon the
work put into them" (p. 414, [40]) and that the own actions
produce predictable results [61]. It manifests along a bipolar
spectrum about the causality of such outcomes: Internal and
external [29]. An external LoC refers to a low expected
contingency between own actions and the outcome of the
situation, implying a stronger belief in the dependence on
situational factors, chance, or other agents [40]. An internal
LoC resembles a high control-belief about outcomes, as they
are seen as the consequence of one’s own actions and can
therefore be influenced and controlled [40]. Furthermore,
the findings of several studies suggest that an individual’s
LoC is associated with specific behavioural tendencies: A
more internal LoC predicts lower conformity regarding the
suggestions of others [20], higher alertness [42, 79], and
enhanced active information-seeking behaviour [68] compared
to a more external LoC. Such findings suggest that the
users’ LoC does influence their interaction with autonomous
systems, especially in respect of following the systems’
recommendations, as well as reviewing XAI. Additionally,
a study conducted in 2003 showed that a more internal LoC
was associated with an increased internet adoption [29]. Since
at this time, the internet was still in its earlier stages, the LoC
might be a valid measure to predict the adoption of relatively
novel technologies. Thus, the current study examines the
relation of the participants’ LoC and their willingness to
delegate agency to the system, as well as their wish to review
explanations of the system’s decision beforehand.

Behavioural Economic Methods
For the current study, it is necessary that the participants
are motivated to complete the tasks fast but accurate. Only
then, the delegation of agency to the autonomous system
becomes attractive. This resembles the conditions of
real-life applications, where accuracy is vital, but users
have limited time for task completion. Such a scenario
can be achieved by applying experimental methods from

4



Behavioural Economics. Behavioural Economics investigate
an individual’s behaviour in financial decisions and trade-offs
in controlled experiments [23]. Thereby, participants have
the chance to earn performance-related financial rewards in
repeated tasks that act as incentives for good performance [18],
increasing the ecological validity from hypothetical trade-off
to actual trade-off decisions. Financial incentives have been
successfully applied in Human-Computer Interaction, e.g.
using bitcoins as currency for both users and as "payment"
within the coffee industry supply chain [59] or valuation of
individual data privacy [2]. Verame et al. [74] effectively
implemented financial incentives in a speed-accuracy trade-off
scenario with an autonomous system. The current study
utilises a similar scenario, where the incentive structure
motivates a fast, but accurate task completion. Since the
participant can delegate some of the work to an autonomous
agent, the financial reward motivates the engagement with this
functionality.

In summary, the present study contributes to the investigation
of the users’ willingness to delegate agency to autonomous
systems. It focuses on the influences of (1) the availability of
the XAI forms saliency map and nearest neighbours, (2) the
situational component moral significance of the application
context, as well as (3) the dispositional components DT and
LoC. They are investigated in an online experiment that
collected quantitative, as well as qualitative data. Participants
were asked to monitor an autonomous system classifying
satellite images, whereby they could adjust the degree of
autonomy they assigned to the system. Participants differed
in their access to XAI, as well as the order of the theoretical
application contexts (differing in moral significance).

3. METHOD: ONLINE STUDY

Participants
The participants of the online study were recruited over the
Prolific platform [58]. They received a reward of £3, which
corresponded to approximately £9 per hour. Additionally, they
had the chance to receive a bonus of up to £3.56. The only filter
criteria were the proficiency in English, no form of literacy
competence disorders, as well as an approval rate on Prolific of
at least 95%. After data collection, 15 of the n = 80 participants
were excluded. Of these, n = 14 were suspected of disregarding
the instructions, as they did not use the functionality for task
automation at all (including the practice session). Another
participant did respond to the open questions with "the task
never loaded", which made the exclusion of his data necessary.
The remaining N = 65 participants were in average M = 23.89
(SD = 5.43) years old, and n = 30 (46.15%) were female (n =
35 male). Their average approval rate on Prolific was 99.63%
(SD = 0.88%).

Material
The following sections describe the mock-up of the
autonomous system, as well as the questionnaire created for
the online study.

Context
To enable the manipulation of moral significance, it was
crucial that the mock-up system had two plausible application

contexts, strongly varying in the degree to which they were
morally charged. Therefore, the mock-up system of the current
study classified satellite images that displayed buildings. This
allowed for the innocuous scenario of creating a topographic
map, whilst it also enabled the morally charged scenario
of a military context identifying weapon factories. The
classification task was dichotomic, i.e. whether the satellite
image displayed an industrially used area or not. Thus, the task
induced a smaller cognitive demand and allowed the inclusion
of a broader range of satellite images (industrially used areas
vs all other areas).

Dataset and Preprocessing
The satellite images that were used in the mock-up of the
autonomous system were sourced from the dataset EuroSAT
[27]. It contains 27 000 Sentinel-2 satellite images that were
subcategorised in ten different landscape categories, including
an "industrial" category. All images were sized 64px by 64px
and had the PNG format. This dataset has been created to
train deep learning algorithms for land use and land cover
classification, so it was highly suitable to serve as a basis for
the mock-up system at hand.

Based on this dataset, a Convolutional Neural Network (CNN)
was trained to classify the images by assigning a score for
each of the ten landscape categories, expressing the likelihood
that the image belonged to this category. The highest score
determined the system’s classification decision, whereby
the ten scores always summed up to 100%. The score
for the "industrial" category was used to calculate the CIL,
either directly transferred (when it was the highest score), or
subtracted from 100% (when it was not the highest score),
so it displayed the likelihood that the image did not display
an industrially used area. The saliency maps for the images
were generate, where it highlights the parts of the image that
support the system’s prediction.

a.qaraawi: To meet the design requirements of the study,
the dataset was reduced to a smaller subset that fulfils two
criterions. First, for any image, the sum of the scores of
"industrial" and “residential” categories has to exceed 50%.
This criterion assured that the displayed image contained
a building, a necessary precondition for the framing of the
application context. Second, images with a score higher
than 99.50% were excluded to avoid cases where the system
was extremely confident. This filtering process resulted in
388 images. For each of these images, a nearest neighbours
analysis was performed in Python (v3.8.3) [60]. It identified
the four most similar classified images of the initial dataset
(the detailed approach can be reviewed in [71]).

Thus the final dataset contained 388 images, each with its
associated system’s decision, CIL, saliency map, and the four
nearest neighbours. This set was used to generate the tasks
of the autonomous system. Of these, 37 images were false
positives (erroneously classified as industrial), five images
were false negatives (erroneously not classified as industrial),
193 were true positives (correctly classified as industrial), and
153 were true negatives (correctly not classified as industrial).
Therefore, the error rate was (37 + 5)/(193 + 153) = 12.14
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%, so the system failed approximately in the classification of
every eighth image.

Mock-up of Autonomous System
To test the formulated assumptions, a mock-up of an
autonomous system was designed as illustrated in Figure 1.
It has been integrated into an interactive web application,
which is further elaborated after this section. Each screen
of the mock-up corresponded to the dimensions of 1000px
by 600px. The system’s interface had several features that
allowed the users to monitor the processed tasks, whereby each
task described the classification of one of the satellite images.
The interface consisted of five parts, with three options for the
detail panel. The feature numbers below correspond to the
labels in Figure 1.

1. Inbox. The tasks that were "processed" by the system
appeared in the inbox as a task item. Each item displayed the
system’s decision and the CIL associated with that decision.
A user could either dismiss the item via a cross on the
top right or click on the item, so it opened in the detail
panel view for manual reviewing. Additionally, the user
had the option to automate the processing of a task via the
automation panel.

2. Automation Panel. Here, the user could select the CIL,
above which he is willing to assign full autonomy to
the system. This implied that the system’s decision for
the tasks in the inbox (or task currently appearing there)
was automatically accepted if the CIL associated with the
tasks was above the selected CIL threshold. The thus
processed tasks disappeared from the inbox, bypassing any
review through the user. Every session started with zero
automation, so each initial CIL was 100%.

3. Dashboard. The dashboard contained statistical
information about the user’s performance during the study.
More specifically, the bonus was displayed, as well as
the number of correct and incorrect tasks - subdivided
for automated and manual processing. Whenever a task
was processed (manually or automated), the associated cell
flashed in green (for correct tasks), red (for incorrect tasks)
or blue (for dismissed tasks).

4. Timer. The timer displayed how much time was left in the
current session.

5. Detail Panel - Main. In the condition where no XAI was
available, solely the main detail panel was accessible. The
detail panel was the initial interface for each manual task
review. It opened when a task item in the inbox was clicked,
displaying a short instruction, the satellite image of the task
(350px x 350px), the system’s decision, and the CIL of
this decision. Additionally, several buttons were present: A
green button to accept the system’s decision, a red button
to reject it, and – in the condition with XAI – two buttons
that led to two different forms of XAI. These detail panel
views substituted the main detail panel when activated, so
the three views were mutually exclusive.

(a) Detail Panel - Saliency Map. Figure 1 - 5.2 illustrates
this view. When the button "View Saliency Map"

was pressed, this view opened in the detail panel. It
displayed the original image next to the same image,
processed as a saliency map (both 235px x 235 px).
In the latter, the pixels that were the most significant
for the system’s decision were coloured in a darker
red. Besides that, a short explanation was displayed,
as well as an "Accept" and "Review" button. A "Back"
button led to the main detail panel of the task. A fourth
button with the label "View Similar Images" led to the
second XAI form Nearest Neighbours.

(b) Detail Panel - Nearest Neighbours. This view is
displayed in Figure 1 - 5.3 It substituted the main panel
if the button "View Similar Images" was pressed. It
displayed the original image (235 x 235 px) next to
a column of the four nearest neighbours (each 100px
by 100px). To the right of each nearest neighbour
image, the associated system’s decision and its CIL
were indicated. To increase the saliency of the
decision, the frame of the nearest neighbour image
was colour-coded: A green frame signified that the
system classified the image as industrial, whilst a
red frame signalled that it was not classified as such.
Additionally, a short explanation was provided together
with an "Accept", "Reject" and "Back" button as above.
A fourth button with the label "View Saliency Maps"
opened the detail panel of the saliency map view.

Web Application
The web application that included the mock-up of the
autonomous system was developed as a Web application,
using HTML5, Javascript, JQuery and Python with the Django
framework. We served the application from a standard Web
server. The view-port of the participant browser window
needed to be at least a 1000px wide and 600px high during
the study.

TO BE DELETED (just for reference) The web application
that included the mock-up of the autonomous system was
developed in conjunction with the project supervisor Dr Enrico
Costanza.

Software and Structure. The web application was
implemented with the web framework Django (v3.0.3) [22].
MySQL [48] was used as a database (SQLite [70] during
development), and the final web application was deployed on
a UCL server. The visuals of the front end were created using
HTML [30], CSS [21], and Bootstrap (v4.5.0) [16], whilst
JavaScript [31] and jQuery (v3.5.1) [32] added responsiveness.
JSON [33] was used to add the items to the questionnaire
that spread over four pages, each with a "Continue" button on
the bottom. As predefined by the web framework Django
(v3.0.3) [22], the back end was developed with Python
(v3.8.3) [60]. It consisted of two modules: The study module
and the image classification module. The purpose of the
former was the management of the experimental conditions
and the study’s page order, as well as the transfer of the
questionnaire responses and the pages’ completion times to
the backlog. The image classification module corresponded to
the functionality of the experimental interface and transferred
the local participant reactions to the backlog.
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Figure 1. The interface of the mocked-up autonomous system, whereby the number of a feature corresponds to the enumeration below. Number 5.2
and 5.3 show alternative frames for the main detail panel 5.1.

Development Process. The development process of the
web application started with the front-end of the image
classification module, i.e. the experimental interface. The
design followed wireframes that were created using Adobe
XD (v31.2.12) [3]. After the interactivity was implemented
with JavaScript [31] and JQuery (v3.5.1) [32], the module was
integrated into the web framework. Then, the study module
was developed, including the questionnaires. Afterwards, both
modules were iterated until all requirements for the front and
the back end were met. Before the web application was
finalised, a pilot study was conducted. Therefore, a small
sample (N = 6) of university students has been recruited
over personal connections. After including their feedback
- mainly addressing the wording of the instructions - Dr Enrico
Costanza hosted the application on the UCL server.

Questionnaire
The questionnaire contained four different categories which
are elaborated in the following. A complete list of items can be
found in Appendix A. Every item required an answer, which
was a minimum entry of two characters for the open questions
and the selection of one of the provided options for the Likert
items. All Likert items had a six-point answer format, ranging
from "completely disagree", over "largely disagree", "slightly
disagree", "slightly agree", "largely agree", to "completely
agree".

Perceived Usefulness of Features. The first category of
items requested details about the participants’ decision process
whilst completing a task and the features used thereby.
Additionally, the five open-ended questions asked which
features of the system were the most and least useful, together
with a reason for this choice. A sixth open question allowed
for further comments regarding the study.

LoC. To measure the participant’s LoC, Lumpkin’s [46]
brief version of Rotter’s Locus of Control Scale [61] was

included as a second questionnaire category. Of the six
items, three were coded reversely. The scale was selected
for its short completion time, as well as a comparatively high
Cronbach’s alpha of α = .68 and a good convergent validity
with conceptually related constructs [46, 47].

DT. The user’s DT was assessed through Rotter’s
Interpersonal Trust Scale [62]. The scale was chosen due to
its popularity and thus frequently demonstrated beneficiary in
different settings. A Cronbach’s alpha of α = .76 demonstrates
a good internal consistency, and the scale possesses a
high correlation with conceptually related constructs and
behaviours [61, 63, 64]. The original scale consisted of 40
items, including filler items. For the current study, filler items
were removed, as well as items that seemed slightly outdated
(e.g. ’As evidenced by recent books and movies, morality
seems on the downgrade in this county’, ’Most parents can be
relied upon to carry out their threats of punishment.’). Items
with a strong political reference (e.g. ’Most people would be
horrified if they knew how much news the public hears and
sees are distorted.’) were omitted to prevent the influence of
the current situation of a global pandemic, evoking conspiracy
theories and mistrust. The resulting 25 items were answered
with a Likert scale, whereby 15 items were coded reversely.

Operationalisation. The last category comprises of five items
for each of the two scenarios. The purpose of the first three
questions was to investigate whether the manipulation in moral
significance did evoke different levels of subjective stress
and trust ("I felt a lot of pressure.", "I trusted the system.",
"I felt comfortable with delegating agency to the system.").
The fourth ("I think the system worked more accurate than
myself. ") and fifth ("My trust in the system grew during THIS
session.") questions were more exploratory.
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Procedure
After the participants initiated the study’s hyperlink in Prolific,
they were forwarded to a website on the UCL server that
served as a filter page. It denied access for participants that
used a device with a screen size below 600px by 1000px, so it
was assured that the visuals were equal across all participants
(no scrolling or zooming necessary). On the next two pages,
the participants gave informed consent - only then, they were
forwarded to the actual study. The procedure of the study with
a duration of approximately 20 minutes is illustrated in Figure
2. First, the participants were transferred to the instructions,
which were adjusted to the present XAI condition. At the end
of the instructions, the bonus structure was explained: The
participants received £0.01 for each correctly classified task
and a £0.08 punishment for each incorrect classification. This
ratio reflected the error rate of the system so that participants
would receive a bonus of £0 for full automation. The bonus
was calculated for each experimental session independently
and summed up at the end. After the instructions, a practice
session of one and a half minutes followed. A maximum of 32
tasks could be processed so that the participant could become
familiar with the system. Before the first experimental session
began, the hypothetical application context was introduced
with an introductory screen, as illustrated in Figure 3. This
was either a scenario in which the system is used to create a
topographic map (moral significance = Low) or to identify
weapon factories of the opponent in a military context (moral
significance = High). Then, the first session started with
a duration of four minutes. In the session, a maximum
of 178 tasks could be processed. However, it was not
expected that participants would be able to complete all tasks.
During the session, the participants monitored the system
classifying satellite images regarding their use as industrial
areas. They were able to adjust the autonomy of the system
by calibrating the automation level via the automation panel.
If the participant decided to process the task manually, he
could choose between dismissing, rejecting or accepting the
system’s decision. Furthermore, participants in the condition
with available XAI had the option to review these. After
every manually or automatically processed task, the dashboard
indicated whether it was correct (the associated cell flashed
in red, green or blue), and the bonus was updated. After the
four minutes passed, a break screen appeared, informing the
participant about the change in the application context: The
respectively other frame was introduced, changing the moral
significance of the hypothetical application. Afterwards, the
second four-minute session started, again with a maximum
of 178 tasks to process. After a screen informing about
the successful completion of both experimental sessions, the
questionnaire began. The first page contained the items
regarding the perceived usefulness of the system’s features,
whilst the second and third page assessed the participant’s
LoC and DT. The last page contained the ten items regarding
the operationalisation as explained above. On each page, the
participant was forwarded to the next page via a "Continue"
button. The final page thanked for the participation, informed
about the achieved bonus, and displayed a button that led the
participant back to the Prolific website.

Figure 2. Procedure of the online study, displaying the order of the
sessions and questionnaires.

Design
The current study utilised a 2x2 mixed factorial design. Whilst
the study had a focus on quantitative measures, qualitative
data was collected in the questionnaire items with open answer
format.

The first condition was the moral significance of the
application context. Whilst participants in the Low group
were presented to the scenario of creating a topographic map,
participants in the High group viewed the military scenario of
identifying weapon factories of the opponent. Both scenarios
were presented to every participant, whereby half of the
participants were exposed to the military scenario first. Thus,
this variable varied in a within-subjects design. The second
condition was the availability of XAI, comprising two groups.
Whilst the CIL was displayed across both conditions, only
participants in the XAI group had the option to access the XAI
forms described above via two buttons in the detail panel (not
available to participants in the no XAI group).

TO BE DELETED (just for reference) The first independent
variable was the moral significance of the application context.
It was tied to the scenario introducing the system’s application
context and had two conditions: Low – the scenario was
the creation of a topographic map -, or High – the scenario
was the military context of identifying weapon factories of
the opponent in a military scenario. The scenario changed
after half of the experimental tasks, dividing the experiment
into two sessions. Since every participant was exposed to
the respectively other scenario in the second half of the
experiment, this variable varied in a within-subjects design.
Thereby, half of the participants were exposed to the military
scenario first, whilst the other half began with the topographic
scenario.

The second independent variable was the availability of XAI,
comprising two conditions. Whilst the CIL was displayed
across both conditions, participants in the XAI condition
additionally had the option to access the XAI forms described
above via two buttons in the detail panel. Participants in the
no XAI condition were not presented to these buttons, so they
were unable to access the XAI.

Dependent Variables
Several dependent variables (DVs) were assessed. All
DVs were calculated for each session (i.e. moral scenario)
independently, resulting in two values per participant.
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Figure 3. The screens prefacing the initial application context. The
upper screen introduced the morally charged scenario, whilst the lower
screen described the morally innocuous context.

• Automation level DVs: The automation level was assessed
with two different measures to assure that every type of
behavioural change was captured.

– Mean automation level. The mean automation level
is the average of the automation levels that a participant
selected during the completion of the processed tasks.
Since participants might choose to lower it drastically
for a short period - mainly to test the system’s abilities
-, the minimal automation level (described below) was
introduced to capture such "outlier choices".

– Minimal automation level. The minimal automation
level is the lowest automation level that a participant
chose during a session. It informs about the
participants’ maximum choice of agency delegation.

• XAI review DVs For these DVs, the data of participants in
the no XAI condition was omitted as XAI was not available
to them. In addition, the ratios described below were only
possible to be calculated for the manually processed tasks
(see below).

– XAI review ratio. The XAI review ratio reflects the
number of XAI reviews (saliency map and nearest
neighbours) per session divided by the number of
processed tasks. Thus, it informs about the participants’
reviewing frequency, which is further specified by the
two measures below.

– Saliency map review ratio. This ratio was generated
by counting the times, the Saliency Map view was
accessed in a session, divided by the processed tasks.

– Nearest neighbours review ratio. As above, this
ratio was generated by counting the times the
participant accessed the Nearest Neighbour view,
divided by the tasks processed in this session.

• Other DVs.

– Processed tasks. This value reflects the number of
tasks that a participant processes per session - manually
or automated. It was chosen to examine differences in
task completion times across the conditions.

– Discarded tasks. This DV reflects the number of
tasks that were skipped by a participant, informing
whether participants wished to negate the responsibility
for certain task decisions.

– Manual ratio. The manual ratio reflects the
percentage of manually processed tasks out of all
processed tasks. Thus, it is a measure for the agency a
participant wishes to keep, whereby a higher manual
ratio signifies a lower wish to delegate agency to the
system.

– Reject ratio. The reject ratio is calculated by dividing
the tasks in which the participant rejected the system’s
decision by the number of processed tasks. In this
manner, a participant’s compliance with the system’s
decisions can be assessed.

– Correct ratio. This DV is the ratio of correctly
classified tasks out of all tasks processed in a session.
Thus, the performance of the participants can be
compared across conditions.

Hypotheses
We were specifically interested in testing the following
hypotheses:

H1: Availability of XAI.

H1a. Participants are more likely to review the XAI of
a task when the associated CIL is lower.

H1b. The availability of XAI increases the participants’
willingness to delegate agency to the system.

H2: Moral Significance.

H2a. If the initial application context has a high (vs
low) moral significance, the participants have a lower
willingness to delegate agency to the system.

H2b. If the initial application context has a high (vs
low) moral significance, the participants’ desire to
understand the system (review XAI) is increased.

H3: Participants high (vs low) in DT are more willing to
delegate agency to the system, paired with a lower desire
to understand the system (review XAI).

H4: Participants with a more internal LoC show an
increased reject ratio (lower conformity) and a greater
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need to review XAI than participants with a more external
LoC.

4. RESULTS
The data analysis was performed in Python (v3.8.3) [60],
utilising the modules Pingouin (v0.3.7) [55], Seaborn (v0.10.1)
[67], and Plotly (v3.0.0) [56]. Due to limited space, only the
statistics of significant results are reported. More detailed
results for each dependent variable can be found in Appendix
B.

Manipulation Check
In the operationalisation questionnaire, each participant
answered the same five questions for both scenarios. In a
Wilcoxon signed-rank test, these answers were compared to
verify that the manipulation of the independent variable moral
significance has been successful. The significant differences
for every item, displayed in Table 1, confirm that participants
experienced the conditions distinctly. This is supported by
quotes as "[The selection of my automation level] depended on
the situational context - the military targets obviously required
higher confidence." or "In the second [session], I chose to
keep [the automation level] high, considering it could be
disastrous for civilian lives.". This evidence demonstrates that
the manipulation of the moral significance has been successful.

Questionnaire Analysis: DT and LoC
To generate a score for the DT and the LoC of a participant,
the mean of the item scores was calculated for each of the
two questionnaires. The descriptive statistics can be viewed
in Table 2. A Cronbach’s alpha of α = .70 for the LoC
questionnaire and α = .74 for the DT items demonstrated that
both questionnaires have acceptable reliability. For the further
data analysis, a categorical dummy variable was introduced
for each questionnaire by performing a median split on the
overall scores of each questionnaire (a detailed description of a
median split can be found in iacobucci2015median). Thus, the
sample was divided into two equally sized subsamples, based
on their score in the questionnaire. For the DT questionnaire,
these subsamples were higher vs lower in DT, whilst the
subsamples of the LoC distinguished themselves through a
more internal vs a more external LoC.

Descriptive Statistics
The descriptive statistics of the dependent variables are
summarised in Table 2. Participants processed M = 112.19
(SD = 38.57) tasks per session (Min = 19, Max = 153), which
led to 15 498 processed tasks across all participants. Figure 4
illustrates the number of processed tasks across participants.
Of these, 33.65% were processed manually (M = 75.65, SD
= 36.97, Min = 1, Max = 82), whilst 66.29% were processed
fully automated (M = 148.74, SD = 71.30). Only ten tasks
in total (0.07%) were discarded. However, out of the 7910
tasks that were completed by participants in the XAI condition,
only in 290 cases (3.67%) a XAI form was reviewed. Thereby,
M = 55.05% (SD = 49.83) of the XAI reviews included the
saliency map view, whilst M = 77.20% (SD = 42.02) included
the similar images view, resulting in an intersection of 32.25%
where both forms were examined. The maximal number of

XAI reviews per session was 44, whilst the minimum was 0
(M = 6.34, SD = 10.09).

The participants’ average error rate was 9.13% (SD = 3.36%),
which is slightly better than the system with an error rate
of 12.14%. This error rate showed a significant difference
between the first and the second session (Z = 435, p < .001),
in a way that the error rate was lower in the first session (M =
8.12%, SD = 3.53%) than in the second session (M = 10.13%,
SD = 2.87%). This is a main effect, not varying with any of
the other conditions. Therefore, it will not be mentioned in
the following analysis. No other DVs varied as main effect
between the two sessions. Participants achieved an average
bonus of M = £0.43 (SD = £0.30), whereby the lowest bonus
was £0 (eight participants), and the highest bonus was £1.17.

Figure 4. Histogram displaying the number of tasks processed per
session across participants.

H1: Availability of XAI
H1a proposed that participants are more likely to review
XAI during a task when the associated CIL is lower. To
investigate this, the CILs of tasks in which XAI was reviewed
were compared with the CILs of tasks in which that was not
the case. Thereby, only the data of the XAI condition was
included, as the other condition was unable to access XAI. A
Mann-Whitney U test showed a significant difference in the
expected direction, U= 355500.0, p < .001: The average CIL
of tasks in which XAI was reviewed was M = 76.58% (SD =
14.28%), whilst it was M = 91.65% (SD = 10.43%) for tasks
in which it was not reviewed. This pattern can be viewed in
Figure 5. Consequently, tasks with lower CIL seem to evoke
increased reviewing behaviour, confirming H1a.

H1b proposed that the availability of XAI increased the
participants’ willingness to delegate agency. To test this
hypothesis, the two conditions of the independent variable
availability of XAI were compared in a row of Mann-Whitney
U tests. Each test used a different DV, i.e. the automation
level DVs, as well as the other DVs listed above. The minimal
automation level showed a significant difference. Reviewing
the subgroups’ means revealed that participant with access to
XAI chose a higher minimal automation level (M = 72.67%,
SD = 27.74%) than participants without the chance to review
XAI (M = 67.67%, SD = 29.91%), U= 1661.0, p = .017.
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Item M Low SD Low M High SD High Wilcoxon Test

"I felt a lot of pressure." 2.49 1.21 3.25 1.23 Z = 413, p < .001

"I trusted the system." 3.20 1.00 2.86 1.13 Z = 885, p = .014

"I felt comfortable with delegating agency to the system." 3.02 1.09 2.68 1.25 Z = 661, p = .001

"I think the system worked more accurate than myself." 3.46 1.22 3.11 1.33 Z = 325, p < .001

"My trust in the system grew during THIS session." 3.03 1.48 2.72 1.39 Z = 871, p = .011
Table 1. Results and descriptive statistics of the manipulation check of the moral significance of the application context (Low = low moral significance,
High = high moral significance). A higher value corresponds to increased agreement to an item.

Variable M SD

Automation Level DVs

Mean Automation Level 90.07% 7.04%

Minimal Automation Level 70.13% 28.86%

XAI Review DVs

- omitting XAI = None data

Similar Images Review Ratio 4.92% 12.64%

Saliency Map Review Ratio 3.74% 11.28%

Review Ratio 8.66% 22.76%

Other DVs

Correct Ratio 90.87% 3.36%

Manual Ratio 36.04% 25.19%

Reject Ratio 3.19% 2.89%

Processed Tasks 108.45 36.10

Personality Questionnaires

Dispositional Trust 2.04 0.43

Locus of Control 2.78 0.68
Table 2. Descriptive statistics of the dependent variables, as well as the
personality questionnaires.

This result suggests that the availability of XAI did lower the
participant’s maximal delegation of agency, contradicting H1b.

To look deeper into this unexpected effect, as well as
to account for the low level of reviewing behaviour, an
a posteriori analysis with greater detail was conducted.
Specifically, sessions in which participants in the XAI
condition reviewed such for more than five tasks (19 sessions)
are compared to sessions in which less XAI review took
place (45 sessions). Significant differences emerged for the
mean automation level (U = 145.0, p < .001), as well as for
the minimal automation level, U = 202.0, p < .001). The
subgroups showed following pattern: Participants that did
review the XAI chose a lower threshold - i.e. delegated
more agency to the system - than participants that did not
review such explanation (mean automation level: M = 85.70%,
SD = 8.82% for reviewed and M = 92.74%, SD = 3.70%
for not reviewed; minimal automation level: M = 54.11%,

Figure 5. Comparison of the CILs associated with the tasks for which
XAI was reviewed vs. not reviewed.
*significant

SD = 36.04% for reviewed and M = 80.51%, SD = 18.94%
for not reviewed). This result implies that the presence of
XAI increased the willingness to delegate agency only under
the precondition that this XAI is reviewed. That suggests
that H1b has to be further refined and cannot be answered
broadly. Comparing the subsample that did decide not to
review the XAI with the sample in the no XAI condition (no
XAI available), reveals significant differences in the choice of
the mean (U = 1105.0, p = .011) and the minimal automation
level, U = 927.5, p < .001. Reviewing the means of the two
subgroups reveals that no availability to XAI seems to lead
to a greater willingness to delegate agency than the sheer
availability of XAI without reviewing behaviour (without
access to XAI: Mean automation level: M = 89.51%, SD
= 7.53%; minimal automation level: M = 67.67%, SD =
29.91%; with access to XAI, but without reviewing: Mean
automation level: M = 92.71%, SD = 3.70%; minimal
automation level: M = 80.51%, SD = 18.94%). However,
when the sample with availability and reviewing behaviour
is compared to the sample without availability, the former
selected a lower threshold (i.e. delegated more agency) for
the mean automation level (M = 85.70%, SD = 8.82%) than
the latter sub-sample (M = 89.51%, SD = 7.53%), U =
357.0, p = .002. Thus, the willingness to delegate agency
(mean automation level) did increase in the following manner:
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Figure 6. Differences in the mean automation level between participants
in the no XAI condition, the XAI condition with, and without repeated
reviewing behaviour (XAI - Reviewed and XAI - NOT Reviewed).
*significant

XAI available, but not reviewed < XAI not available < XAI
available and reviewed, as illustrated in Figure 6. Interestingly,
the error rate of the participants was not influenced by the
reviewing behaviour, i.e. participants that reviewed more XAI
did not perform better overall.

H2: Moral Significance of the Application Context
Since H2a addresses the influence of the moral significance
of the initial application context, only the data of the first
experimental condition was considered (in the second session,
participants might have been primed with the prior context).
H2a assumes that a higher moral significance decreases the
participant’s willingness to delegate agency to the system.
Here, H2b suggests an enhanced desire to understand the
system, so the review of XAI should be increased. Via
a Mann-Whitney U test, the samples in the two moral
significance conditions were compared regarding each DV
defined above. Only the data of participants in the XAI
condition was included in the comparison of the XAI review
DVs (only they had access to XAI). None of the DVs reached
significance, implying that the participants did not change their
willingness to delegate agency or their reviewing behaviour
based on the moral significance of the application context.
Therefore, H2a and H2b are rejected by the current data.

H3: Dispositional Trust
To test whether the participant’s DT influenced the
participant’s willingness to delegate agency to the system
(H3), a Mann-Whitney U test was run for every DV. They
were compared between the groups defined by the dummy
variable for the DT (participants high vs. low in DT). For the
XAI review DVs, only the subsample in the XAI condition was
considered. The test revealed a significant difference for the
mean automation level (U = 1734.0, p = .041), as well as the
number of processed tasks, U = 1292.5, p < .001. A review of
the mean values of the subgroups shows that participants with
high DT chose a lower mean automation level (M = 89.94%,

SD = 5.64%) than participants low in DT (M = 90.23%, SD =
8.36%). Regrading the number of processed tasks, participants
high in DT processed more tasks per session (M = 119.79%,
SD = 32.24%) than participants low in DT (M = 96.00%, SD =
36.23%). Furthermore, the XAI review ratio reached marginal
significance (U = 399.0, p = .058), whereby participants low
in DT reviewed more XAI (M = 12.34%, SD = 30.01%) than
participants high in DT (M = 4.48%, SD = 8.15%1. These
findings support the expected pattern that participants high in
DT are more willing to delegate agency. However, not all DVs
reached significance, therefore, only partial evidence for H3 is
collected.

H4: Locus of Control
In a similar manner as for the DT, the influence of the
participant’s LoC was investigated. Here, the Mann-Whitney
U tests revealed a significant difference for the reject ratio
(U = 1659.5, p = .022). The mean values of the subgroups
disclosed that participants with an external LoC rejected less
tasks (M = 2.83%, SD = 3.20%) than participants with an
internal LoC (M = 3.47%, SD = 2.59%). This is in line with
the suggested pattern, supporting H4. However, an increased
reviewing behaviour was not confirmed by the data at hand.
Thus, H4 is only partially affirmed.

Questionnaire Analysis: Perceived Usefulness of
Features
The answers to the items regarding the perceived usefulness
of the system’s features were examined in a content analysis
[49]. This generated a score for each system feature that
reflected how often it was mentioned in a particular context. If
a participant named several features at once, all mentions
were taken into account (however, only one mention per
feature and category, so each mention below corresponds
to one participant). In total, the participants referred to
eight different features, plus the category "None". The
most frequently named feature to the question "How did you
decide on how to process a task?" was the satellite image
itself (mentioned by 51 participants, 78.46%), followed by
the system’s CIL (mentioned by 40 participants, 61.45%),
whereby 23 participants mentioned both features (35.38%).
Only three (4.62%) participant named neither of them. Among
the participants mentioning both features, two patterns were
reported with the same frequency: Either analysing the image
first and checking the CIL afterwards (e.g. "I first analysed
the image, then I saw the percentage indicated"), or vice versa
(e.g. "Mostly judged by confidence and then looked at the
image to ensure I agreed."). Of the 40 CIL mentions, 19 were
connected to the automation threshold, for instance, "I set a
threshold above 90% confidence and I processed all the task
below that threshold". Surprisingly, the additional forms of
XAI were named solely by seven of the 33 participants that
have been able to access XAI, of which two mentioned both
XAI forms (five mentions of the saliency map (15.15%), four
of the nearest neighbours (12.12%)). This implies that only
21.21% of the participants that have been able to review XAI
stated to consider it in their decision. Quotes as "Looking at
1Even though this finding did not reach full significance, it is reported
due to the large difference in means, but high variance.
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the image, comparing to related images if uncertain." or "I
tried to look at the image and then when I wasn’t sure I checked
the salience map" let suggest that participants regarded the
XAI forms as a further piece of information in more uncertain
cases.

Two further questions asked the participants to indicate their
least and most useful feature in processing a task. The results
are summarised in 7. The participants perceived the CIL
(26 participants, 40.00%) as most useful, followed by task
automation (20 participants, 30.77%). The main reason for
both was that they decreased the task completion time, as
stated in "The percentage was a really clear and quick idea
of how long I should study the image" or "Automatic decision
making was most useful because it accelerated the work."..
The satellite image itself was mentioned with the third-highest
frequency (7 participants, 21.21%) in this category. This
implies that the image is taken into account by the majority
of participants (see above, 78.46%), but primarily not as
the most useful feature. Only eight (24.24%) of the 33
participants that could review XAI named the saliency maps
or nearest neighbours as the most useful feature in classifying
an image. Among the least useful features, eleven participants
(33.33%) considered the saliency map and seven participants
(21.21%) the nearest neighbours view as the least useful
feature. Thus, over half of the participants in the XAI condition
(54.54%) regarded this availability as the least useful feature.
As a reason, six participants (18.18%) mentioned a lack of
comprehension of the XAI forms, especially the saliency maps.
This is reflected in comments like "I didn’t really understand
how the salience maps worked, so I wasn’t sure what I was
looking for." or "I’d say "saliency map" [was the least useful
feature] because i didn’t know how to use it.". Another reason
indicated by five participants (15.15%) was the time pressure,
for instance in "The two other options to view additional info
about the map [were the least useful]. It takes much more
time.", "The saliency map [was the least useful feature], which
would have been more useful if time wasn’t so restricted.",
or "I didn’t use the secondary views, because I thought I
didn’t have enough time to process the tasks anyway.". Finally,
comments on the overall experience with the platform reflected
that participants enjoyed the study but experienced the task as
challenging.

Figure 7. Comparison of the mentions a system feature received in the
categories least useful and most useful.

5. DISCUSSION
The current study aimed to investigate the factors that affect the
users’ willingness to delegate agency to autonomous systems.
Following the three-pronged trust model of Hoffmann and
Bashir [28], the study focused on (1) the role of the availability
of XAI (learning component), (2) the moral significance of the
application context (situational component), and (3) the users’
DT and LoC (dispositional components). Besides focusing
on the effects of these components on the users’ willingness
to delegate agency, the influence of the situational and
dispositional components on the user’s desire to understand
the system was examined. Four hypotheses were tested. The
results revealed that participants based their XAI reviewing
behaviour on the CIL of a task; however, the review rate was
generally low. Interestingly, the availability of XAI showed
two opposite effects: It increased the participants’ reliance
on the system, if they chose to review it. However, if they
chose to disregard it, it decreased their reliance on the system.
Further results revealed that the participants did not adjust their
interactions with the system to the moral significance of the
application context. Furthermore, the data demonstrated the
influence of the participants’ DT and LoC on their behaviour
towards the system. The next section will discuss these
findings in greater detail, together with their limitations and
practical applications.

Confidence Information Level
The results of the current study confirm the value of the CIL
for the adoption of autonomous systems. It was named as the
most useful system feature in processing a task, and over
60% of the participants stated to use it in their decisions
(the actual value is even higher since the threshold of the
ubiquitously applied automation function is based on the CIL).
Additionally, participants based their reviewing behaviour on
it, as demonstrated by H1a. This confirms the pattern identified
by Verame et al. [74] that participants prefer to process
tasks with higher (vs lower) CIL. Additionally, the revealed
influence on reviewing behaviour fosters the proposition of
Bagheri et al. [11] that the CIL is valuable in the allocation
of the users’ attention. This is enhanced by quotes like "The
percentage was a really clear and quick idea of how long I
should study the image". Since participants were more likely
to turn to XAI if the CIL was lower (vs higher), the progressive
disclosure method proposed by Springer and Whittaker [69]
could be a beneficial approach, as it reduces the cognitive
load of the user by displaying more detailed explanations only
when requested. However, it might elicit decreased reviewing,
as it becomes a more active decision - even though the low
review rate in the current data might be independent of the
progressive disclosure method but instead been caused by
reasons addressed in the next section. Future studies are
necessary to disentangle these effects.

Implications
The current findings regarding the CIL nominate it as a
promising feature in guiding the users’ reliance and alertness:
Users automatically included it in their monitoring behaviour
and used it for targeted attention allocation. If this pattern
is replicated in further studies, the CIL should become a
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"transparency base-line" in the interaction with autonomous
systems that can be extended with XAI upon request.

Limited Reviewing of XAI
An overall finding is the participants’ low review rate of the
XAI forms, which were solely accessed in 4% of the tasks
with this option. Even though the value was anticipated to
be below the manual ratio, this is lower than expected. This
finding reveals that the mere availability of XAI does not
imply that it is used as a decision base. The first conceivable
explanation of this pattern is based on the finding that a review
was more likely for tasks with higher uncertainty. If such tasks
were infrequent (i.e. participants felt sufficiently certain after
reviewing the satellite image and the CIL only), this would
explain their low request for XAI. However, this assumption
is contradicted by the overall mediocre performance (highest
reward £1.17 of £3.56 possible), as well as quotes stating
"It was pretty difficult." or "[...] my judgment was wrong
most of the time.". A second potential explanation is that
participants were not sufficiently trained in reviewing these
XAI forms. This is supported by the qualitative data that
reflected a lack of understanding. However, explanations were
present in the instructions, the practice trial, and throughout
the entire experimental sessions. Thus, participants could
have reviewed such explanations and experimented with
the XAI forms in the practice trial; however, they might
not have been motivated to do so. This resembles various
practical applications of autonomous systems, where users
would have to actively decide to invest their resources in
such understanding. A last - and most likely - conceivable
explanation of the low review rates is the time pressure during
a session, as the reward structure had a vital speed component.
This is underlined by quotes like "I didn’t use the secondary
views, because I thought I didn’t have enough time to process
the tasks anyway.". However, this time pressure was chosen
deliberately to (1) make the task automation attractive and
(2) account for the limited time in real-life contexts that a
typical user is willing to invest in (the understanding of) XAI.
The latter is formalised in the attention investment model
[6], suggesting that users are only willing to invest their time
in XAI, when they consider this as beneficial for their goal
achievement. It is important to note that the participants’ goal
in the current study was a fast and correct task completion.
Thus, participants should have been motivated to review XAI -
if they would have considered them as beneficial for correct
task completion. However, the qualitative data reveals that
the latter was not the case: Over half of the participants with
access named one of the XAI forms as among the least useful
features. Thus, it is not surprising that the majority was
hesitant to invest their time in accessing these explanations.
This latter explanation implies the necessary precondition
that displayed XAI forms are perceived as useful by the
user - i.e. the trade-off between the investment of time
or cognitive resources and increased performance (through
enhanced system understanding) is beneficial. As evident in
the current data, such a beneficial trade-off was not perceived
for the XAI forms nearest neighbours and saliency maps. This
perception of the saliency maps is partly supported by the
findings of Alqaraawi et al. [7]. In their study, users had

unlimited time to review different saliency maps to predict
the system’s performance for other images. They received a
financial reward for correct predictions. Even though the
participants showed a significant performance increase if
saliency maps were displayed, their success rate was still
at 61% (compared to 50% chance level). Considering that
they were motivated to review the saliency maps to increase
their performance and without time constraints, this is a low
gain in accuracy, as emphasised by the authors. Together with
the current data, this indicates that saliency maps might not
be an ideal form of XAI for laypersons as it was the case
in the current study and the study by Alqaraawi et al. [7].
The XAI form nearest neighbours was accessed more often
than the XAI form saliency maps (in 77% - compared to
55% - of the 290 tasks in which XAI was reviewed), but still
surprisingly infrequent. It is conceivable that the review of
the four additional images was considered as high investment,
biasing the cost-benefit trade-off. However, the generally low
review rate limits the claims that can be made regarding the
two XAI forms.

Implications
This result yields substantial implications: To assure that the
provided XAI forms are incorporated in the users’ assessments
of a system, the users have to perceive the investment of
cognitive effort and time as beneficial. Thus, an XAI form has
to either (1) reveal the pieces of information it contains rapidly
or (2) provide a very high information value. Such a trade-off
should be tailored to the specific user group. Here, training
sessions could increase the speed or the amount of information
that users can extract from an XAI form. Since the above data
suggests that users might not be intrinsically motivated to
understand XAI forms, it seems plausible to nominate such
training as mandatory, especially before autonomous systems
are applied in potentially harmful contexts. Furthermore,
future research with expert users and without time constraints
is required to test the maximal increase of accuracy through
saliency maps and the nearest neighbours method.

Availability of XAI
The revealed effects of the availability of XAI have to be
considered in light of the low review rate described above.
Nevertheless, they hold valuable information suggesting a
more complicated relationship with the enhancement of
the users’ willingness to delegate agency than previously
assumed. Overall, the availability of XAI forms decreased
the maximal willingness to delegate agency. However, this
was due to two opposing effects, as a more detailed analysis
revealed: Participants who reviewed XAI five or more times
per session delegated more average and maximal agency than
individuals that could, but decided not to review any XAI
form (less than five times per session). When these two
groups are compared to the subsample that had no access,
their willingness to delegate agency is either significantly
lower or higher, depending on their reviewing behaviour.
Consequently, the availability of XAI can have a very different
effect, i.e. it can either increase or even lower the user’s
reliance on the system compared to users without access to
such XAI. Whilst an increased reliance is likely to stem from
an increased understanding, it is less clear why a decreased
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reliance results. Since the current data suggests a lack of
expertise among the users in understanding the XAI forms,
confusion, and resentment are possible reasons: If a user feels
confronted with an explanation from which he is unable to
deduce logic, this might increase his scepticism towards the
actual presence of logic in the system’s operation. This might
have decreased the participants’ willingness to rely on the
system. An alternative explanation regards the current sample,
which was sourced from a platform for paid study participation.
Thus, intrinsically motivated participants and participants that
partook exclusively for the financial reward might have biased
the data with the confounding variable intrinsic motivation.
It is conceivable that less motivated participants did neither
review XAI nor used the task automation panel frequently
- potentially dividing their attention with a different study.
Even though participants that automated zero tasks across the
sessions were excluded, it is still likely that this tendency
biased the data at hand. Therefore, further research is
necessary before such a decreasing tendency can be claimed.

Implications
This pattern suggests that XAI is solely useful in increasing
the users’ reliance on the system if they choose to review it.
Thus it is crucial to ensure that an XAI form is understood and
perceived as useful by the end-users. In a recently published
paper, Abdul et al. [1] proposed a model to investigate the
trade-off between increased accuracy and cognitive load of
the XAI form generalised additive models. Such research can
help to identify the ideal balance in the cost-benefit trade-off
of investing time and cognitive resources in an XAI form, as
well as testing it for the intended user group. Because, if an
XAI form is suitable for the user, it does have the potential
to increase the user’s reliance on the system. Furthermore,
the finding that XAI diminishes the reliance on autonomous
systems should be addressed by future studies with samples
that are less prone to variations in intrinsic motivation. Thus,
the effect of the latter can be disentangled from the effect of
the XAI forms at hand.

Moral Significance
According to the manipulation check, participants experienced
more pressure and less subjective trust and reliance in the
morally charged application context than in the morally
innocuous scenario. However, this did not influence their
interactions with the system as expected in H2: They
neither delegated less agency nor put an increased effort
into understanding the system when the hypothetical context
had the potential to harm human beings. The present
reward structure could explain this unexpected pattern. It
was independent of the theoretical application contexts but
directly tied to the participants’ performance, including an
essential speed component. Thus, this incentive might
have overshadowed the behavioural tendencies associated
with the moral significance of the application context.
Consequently, the current data might not reflect the behaviour
that participants perceived as most appropriate for the
application context at hand, but rather the behaviour they
perceived as most effective in maximising their reward.

Implications
These findings imply a need for further research in this
area. Here, it is crucial that the incentive structure is
adjusted, so it disentangles the behavioural effects that result
from the variation in application contexts from behavioural
tendencies that originate from the financial reward. A
conceivable approach is the entire omission of the reward,
so the application context can take effect unhindered. Another
approach could be a reward structure that is independent of
the speed component but determined by task accuracy only.
However, in both approaches, it has to be assured that users
continue to be motivated to automate tasks (in the current
study, this was achieved by a speed-related reward structure).
Modulating the reward with the application context is less
suitable, as it would confound the effects, i.e. it is impossible
to disentangle behaviour changes that stem from the change
in financial reward vs the variation in moral significance.

Dispositional Influence
The participants’ dispositions DT and LoC showed a
significant influence on their willingness to delegate agency, as
well as on the reviewing behaviour (for DT), which is evidence
for H3 and H4.

Dispositional Trust
As expected, participants low in DT chose a higher mean
automation level than participants high in DT, assigning less
autonomy to the system. Furthermore, they processed fewer
tasks in the given time, confirming the suggestion that they are
more hesitant to trust the system blindly, but instead take more
time to review and process each task. This matches the finding
that individuals low in DT show a lower willingness to depend
on another agent [73, 43] and have an increased desire for
control [12, 25]. Surprisingly, none of the other DVs reached
full significance between participants high and low in DT;
the XAI review ratio reached solely a marginally significant
difference in the expected direction. A potential reason for this
lack of significance is the presence of a bonus reward. Thus,
the participants’ behaviour was potentially less based on trust
and emotions, but more on reward-oriented calculations. This
effect might have overshadowed the trust-based behavioural
tendencies.

Locus of Control
The present findings confirm that participants with a more
internal LoC tend to reject the system’s recommendations
more often than individuals with a more external LoC. A
conceivable explanation is that the former generally have
a stronger belief that their outcome is contingent on their
actions, resulting in higher agency [40]. This would support
a working style that is more independent from the system,
supported by the quote "I wanted to do most of the job
myself." from a participant in the internal LoC subsample.
The finding that participants with a more external LoC were
more likely to accept the system’s decisions is following the
pattern that such individuals express higher conformity in
general [20]. However, the proposed pattern that participants
with a more internal LoC express a greater desire to review
XAI was not confirmed. This contradicts the finding that such
individuals show an increased information-seeking behaviour
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[68] compared to individuals with a more external LoC.
However, prior work demonstrated that this effect was only
present when the degree of control over the outcome was
vague [76]. This was not the case in the current study, where
participants were able to exactly choose their degree of control.
Again, this lack of significance might have been induced by
the same mechanism as above, i.e. that the presence of a bonus
reward overshadowed the effect of the individuals LoC.

Implications
The finding that dispositional measures influence the user’s
interactions with an autonomous system implies that a
one-interface-for-all approach might not be the ideal solution.
Especially for systems in which the calibration of the user’s
reliance has to be very precise, it is necessary to take the user’s
personality into account. This is the first study investigating
personality measures concerning the users’ behaviour towards
autonomous systems. Hopefully, the findings at hand will
motivate further research in this area that has gained too little
attention hitherto.

Limitations and Future Work
Several limitations of the study should be addressed. First
of all, the small sample size of N = 65 participants
should be mentioned that might have prevented effects from
reaching significance (type two error), especially regarding
the relatively large variances in the sample. Furthermore, as
addressed under the findings regarding the moral significance
and the dispositional influences, the incentive structure might
have overshadowed the effects of these factors. Therefore,
future studies should implement a reward structure that
is disentangled from speed-related task performance, so
participants are not forced to decide between a high reward
and following their dispositional or intentional preferences.
This overshadowing might have been increased by introducing
hypothetical scenarios that might have felt less "real" for the
participants since it is unlikely that they resemble situations
that they experienced in real life. Additionally, the risk
inherent in these scenarios was not tied to themselves
personally, as in previous studies that found contradictory
results (e.g. [66, 53]), but more diffusely to inhabitants of
residential areas. This should be adjusted in future research.
Furthermore, the participants’ interaction with the system was
relatively short (two experimental trials of each four minutes
duration). It is conceivable that this lowered the participants’
motivation to fully understand the XAI forms, as this was
not strictly necessary to complete the study. The last remark
is the lack of difference in task performance. Participants
that did review XAI did not perform significantly better than
participants that were not. This is surprising, as the target
of XAI is to increase the users’ understanding of the system,
aiming for a more accurate monitoring. However, as addressed
above, the participants rarely accessed any XAI. This might
have been caused by a lack of intrinsic motivation, as the
reviewing of XAI was not necessary for task completion, or
insufficient proficiency in the XAI forms available. Thus,
the current study is unable to make predictions about the
maximal performance increase that could have been achieved
through the XAI forms nearest neighbours and saliency maps.

Thus, further studies are necessary to identify their maximal
effectiveness, including training sessions.

CONCLUSION
The current study contributes to the identification of factors
that affect the users’ willingness to delegate agency to
autonomous systems. This knowledge is necessary to design
system interfaces that calibrate such willingness to match the
abilities of the system. Following the three-pronged trust
model of Hoffmann and Bashir [28], the study focused on (1)
the role of the availability of XAI (learning component), (2)
the moral significance of the application context (situational
component), and (3) two dispositional components, i.e.
the users’ locus of control and dispositional trust. In
an online study, participants were asked to monitor an
autonomous system classifying satellite images in two
different hypothetical application contexts that differed in their
moral significance. The participants could adjust the degree
of autonomy they assigned to the system and - depending
on the condition - review XAI that explained the system’s
decisions. A financial reward was tied to the number of
correctly classified images in a given time frame. At the
end, a questionnaire assessed the personality measures, as
well as qualitative data regarding the perceived usefulness
of different features of the system. The results revealed that
the participants’ based their reviewing behaviour on the CIL
associated with a task. However, they reviewed less XAI
than expected. Moreover, the availability of XAI led to two
opposite effects: It increased the reliance on the system,
if participants reviewed it, but it decreased their reliance,
if they disregard the XAI. Furthermore, evidence for the
influence of personality measures on the users’ interactions
with autonomous systems was collected whilst the moral
significance of the application context did not affect the
participants’ behaviour.

The findings confirm the benefit of the CIL as a rapid initial
assessment that guides the allocation of the user’s attention,
confirming the pattern identified by Verame et al. [74]. This
nominates the CIL as a valuable baseline in a progressive
disclosure approach, where more complex XAI is solely
displayed upon request[69]. Additionally, the current data
emphasises the importance of XAI forms that motivate the
user to request such a review. Therefore users must perceive a
positive trade-off between invested time or cognitive resources
in understanding the XAI and an increased comprehension
of the system. Such review is not only a precondition to
enhance the user’s reliance on the system, but a lack of it
might even lower the reliance compared to no display of XAI
at all. Since a faster or more in-depth understanding can
increase the benefit of XAI, training sessions for more complex
forms of XAI could be a promising approach. Furthermore,
in contexts where an exact calibration of the delegated agency
is crucial, the user’s personality should be taken into account.
These insights contribute to the guidelines for the design of the
interfaces of autonomous systems, so that are able to calibrate
the users’ willingness to delegate agency to match the abilities
of the system, as well as the application context.
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APPENDIX

Appendix A: Questionnaire Items

Item Code

Questionnaire: Usefulness of System Features

1. How did you decide on how to process a task (e.g. looking at the image or confidence)? -

2. Which features of the system did you find the most useful in this decision and why? -

3. Which features of the system did you find the least useful in this decision and why? -

4. How did you decide on the current Automation Level? -

5. Which features of the system did you find the most useful in the latter decision and why? -

6. Anything else you would like to add about your experience or thoughts about the experiment? -

Questionnaire: Locus of Control

1. "Many of the unhappy things in the lives of people are due to bad luck." R

2. "Many times I feel that I have little influence over the things that happen to me." R

3. "Getting a good job depends mainly on being in the right place at the right time." R

4. "When I make plans, I am almost certain to make them work." R

5. "Getting people to do the right things depends upon ability; luck has nothing to do with it." N

6. "What happens to me is my own doing." N

Questionnaire: Operationalisation

"Please indicate how much you agree with the following statements for the scenario where the system classified landmass
for a topographic map:"

-

1. "I felt a lot of pressure." -

2. "I trusted the system." -

3. "I felt comfortable with delegating agency to the system." -

4. "I think the system worked more accurate than myself." -

5. "My trust in the system grew during THIS session." -

"Please indicate how much you agree with the following statements for the scenario where the system classified images for
the military:"

-

6. "I felt a lot of pressure." -

7. "I trusted the system." -

8. "I felt comfortable with delegating agency to the system." -

9. "I think the system worked more accurate than myself." -

10. "My trust in the system grew during THIS session." -

Table 3. Questionnaire items of the category Usefulness of System Features, Locus of Control, and Operationalisation, together

with the coding of each item (R = reverse, N = normal).
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Item Code

Questionnaire: Dispositional Trust

1. "In dealing with strangers one is better off to be cautious until they have proved to be trustworthy." R

2. "Fear of social stigma or punishment rather than conscience prevent most people from breaking the law." R

3. "Most people can be counted on to do what they say they will do." N

4. "The advice of elderly is often poor because the older person does not recognise how times have changed." R

5. "It is safe to believe that in spite of what people say, most people are primarily interested in their own welfare." R

6. "The future seems very promising." N

7. "Seeking advice from several people is more likely to confuse than it is to help one." R

8. "Most elected officials are really sincere in their campaign promises." N

9. "Even though we have reports in newspaper, radio and television, it is hard to get objective accounts of public events." R

10. "This county has progressed to the point where we can reduce the amount of competitiveness encouraged by schools N

and parents."

11. "In these competitive time one has to be alert or someone is likely to take advantage of you." R

12. "Children need to be given more guidance by teachers and parents than they now typically get." R

13. "Most experts can be relied upon to tell the truth about the limits of their knowledge." N

14. "One should not attack the political belief of other people." N

15. "Most rumours usually have a strong element of truth." R

16. "Many major national sports contests are fixed in one way or the other." R

17. "A good leader moulds the opinions of the group he is leading rather than merely following the wishes of the majority." R

18. "Most idealists are sincere and usually practice what they preach." N

19. "Education in this country is not really preparing young men and women to deal with the problems of the future." R

20. "Most salesmen are honest in describing their products." N

21. "The hordes of students now going to university are going to find it more difficult to find good jobs when they graduate R

than did the college graduates of the past."

22. "Most repairmen would not overcharge even if they think you are ignorant of their profession." N

23. "A larger share of accident claims filed against insurance companies are frauds." R

24. "Most people answer public opinions honestly." N

25. "Using the honour system of not having a teacher present during exams would probably result in increased cheating." R

Table 4. Questionnaire items of the category Dispositional Trust, together with the coding of each item (R = reverse, N = normal).
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Appendix B: Detailed Results

Analysis of H1b

Condition: XAI No XAI

DV M SD M SD Mann-Whitney U Test

Mean Automation Level 90.65% 6.50% 89.51% 7.53% U = 2002.0; p = .305

Minimal Automation Level 72.67% 27.74% 67.67% 29.91% U = 1661.0; p = .017*

Processed Tasks 110.83 34.32 106.14 37.86 U = 1981.0; p = .272

Discarded Tasks 0.06 0.24 0.09 0.42 U = 2110.0; p = .493

Manual Ratio 31.80% 21.07% 40.16% 28.18% U = 1759.0; p = .0501

Reject Ratio 2.85% 2.53% 3.51% 3.18% U = 1879.0; p = .139

Correct Ratio 91.15% 2.98% 90.60% 3.69% U = 1979.5; p = .269

Table 5. Detailed results of the statistical analysis of H1b.

*significant.
1marginally significant

Analysis of H2

Condition: Moral Sign. Low Moral Sign. High

DV M SD M SD Mann-Whitney U Test

Mean Automation Level 90.73% 5.89% 91.18% 4.91% U = 519.0; p = .487

Minimal Automation Level 72.44% 24.33% 74.55% 23.25% U = 473.5; p = .261

Processed Tasks 111.33 30.14 100.00 37.57 U = 442.5; p = .148

Discarded Tasks 0.03 0.17 0.03 0.19 U = 518.5; p = .447

Manual Ratio 35.54% 22.09% 39.68% 25.75% U = 469.0; p = .244

Reject Ratio 3.46% 2.55% 3.37% 3.90% U = 457.5; p = .199

Correct Ratio 91.61% 3.05% 92.22% 4.07% U = 438.5; p = .137

Saliency Map Review Ratio2 1.65% 2.90% 6.41% 10.80% U = 88.0; p = .0661

Nearest Neighbours Review Ratio2 2.41% 3.61% 4.62% 10.64% U = 125.0; p = .492

XAI Review Ratio2 4.06% 5.71% 11.02% 20.91% U = 95.0; p = .117

Table 6. Detailed results of the statistical analysis of H2.

*significant.
1marginally significant
2For this analysis, only the data of the XAI condition was included.
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Analysis of H3

Condition: Low DT High DT

DV M SD M SD Mann-Whitney U Test

Mean Automation Level 90.22% 8.36% 89.94% 5.64% U = 1734.0; p = .041*

Minimal Automation Level 72.21% 26.84% 68.24% 30.66% U = 2102.0; p = .490

Processed Tasks 96.00 36.23 119.79 32.24 U = 1292.5; p < .001*

Discarded Tasks 0.08 0.27 0.07 0.40 U = 2033.5; p = .204

Manual Ratio 37.09% 26.52% 35.09% 24.06% U = 2094.5; p = .476

Reject Ratio 3.08% 3.15% 3.29% 2.64% U = 1943.0; p = .199

Correct Ratio 90.83% 3.66% 90.92% 3.08% U = 2041.0; p = .378

Saliency Map Review Ratio2 5.28% 14.83% 2.00% 4.52% U = 402.5; p = .0581

Nearest Neighbours Review Ratio2 7.07% 16.47% 2.48% 5.22% U = 424.5; p = .104

XAI Review Ratio2 12.34% 30.01% 4.48% 8.15% U = 399.0; p = .0581

Table 7. Detailed results of the statistical analysis of H3.

*significant.
1marginally significant
2For this analysis, only the data of the XAI condition was included.

Analysis of H4

Condition: External LoC Internal LoC

DV M SD M SD Mann-Whitney U Test

Mean Automation Level 89.89% 7.70% 90.22% 6.51% U = 2049.0; p = .428

Minimal Automation Level 71.55% 27.49% 68.99% 30.07% U = 2064.0; p = .456

Processed Tasks 103.67 38.54 112.29 33.79 U = 1848.5; p = .131

Discarded Tasks 0.07 0.26 0.08 0.40 U = 2026.0; p = .387

Manual Ratio 35.91% 25.88% 36.15% 24.80% U = 2044.5; p = .420

Reject Ratio 2.83% 3.20% 3.47% 2.59% U = 1659.5; p = .022*

Correct Ratio 91.28% 3.42% 90.55% 3.29% U = 1776.0; p = .0721

Saliency Map Review Ratio2 5.10% 15.04% 2.21% 3.82% U = 474.5; p = .303

Nearest Neighbours Review Ratio2 4.90% 14.98% 4.94% 9.59% U = 458.0; p = .222

XAI Review Ratio2 10.00% 29.55% 7.14% 11.28% U = 437.0; p = .152

Table 8. Detailed results of the statistical analysis of H4.

*significant.
1marginally significant
2For this analysis, only the data of the XAI condition was included.
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